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Abstract

Increasing demands on mobile communication networks lead to the exploration of the
millimeter-Wave (mmWave) spectrum, providing larger bandwidths and enabling ultra-high
data rates. However, the adverse propagation conditions of mmWave necessitate beamform-
ing and thus precise beam alignment between Next Generation Node Base Station (gNB)
and User Equipment (UE). Mobile UEs require constant updates of the beam alignment,
leading to significant beam management overhead from beam sweeping. As a potential
solution, UE position based machine learning (ML) beam prediction algorithms have shown
promising results in selecting the serving beam without extensive beam sweeping. However,
due to site-specific propagation environments, a model trained on one gNB can not be
utilized on another gNB. Transfer learning has been shown to achieve high beam prediction
accuracies by fine-tuning a neural network (NN) model trained on a reference gNB with a
limited dataset from a target gNB.

This thesis provides an extensive evaluation of the impact of the factors dataset size,
NN size, noise in the UE position and number of training labels on the performance of
transfer learning. The cross-environment generalizability is further explored by analysing the
accuracy of the NN models on the test data of the reference and target gNBs simultaneously.
The potential of elastic weight consolidation (EWC) to balance the performance on refer-
ence and target gNB is investigated. Dataset mixing is proposed as an approach to achieve
high beam prediction accuracies on multiple gNBs simultaneously. The investigations are
performed based on ray-tracing in a 28 GHz downlink cellular Multiple-Input Multiple-
Output (MIMO) network in an urban environment.

Keywords: Beam management, transfer learning, beam prediction, millimeter-wave
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Introduction

The global mobile network data traffic is projected to grow by a factor of 2.3 until 2030,
driven by an increase in the number of subscriptions as well as the average data volume
per subscription [1]. To meet increasing demands on data rates, bandwidths and low
latency capabilities, the millimeter-Wave (mmWave) spectrum offers previously unexploited
potential [2]. However, mmWave communication signals experience a number of adverse
propagation conditions, necessitating directional beamforming to compensate for the prop-
agation loss. In mobile networks with environment dependent propagation paths, the
required precise beam alignment between the Next Generation Node Base Station (gNB)
and User Equipment (UE) has to be constantly updated, inducing a high beam management
overhead [3]. One approach to reduce this overhead is employing Machine learning (ML)
techniques to predict the optimal Beam Pair Link (BPL) based on the UE position [4].
However, these UE position aided beam prediction algorithms show poor performance
when tested on gNBs other than their training gNB [5]. Since the training of new neural
network (NN) models for every gNB is highly inefficient, it is desirable to achieve cross-
environment generalizability. To reduce the amount of required training data compared
to training a new NN model from scratch, the authors in [5] proposed the application of
transfer learning to position based beam prediction. Fine-tuning a NN model trained on
a large dataset of a reference gNB, by retraining with a small training dataset of another
target gNB, is shown to reach up to 80 % accuracy in predicting the best BPL for the target
gNB. While these results are promising, they do not offer an in-depth analysis of factors
contributing to high prediction accuracies of transfer learning. Furthermore, the transfer
learning approach still requires separate training for each target gNB, and one NN model
is expected to perform only for one gNB simultaneously.

This thesis offers a performance evaluation of cross-environment learning strategies in a
realistic a 28 GHz downlink cellular Multiple-Input Multiple-Output (MIMO) network. Using
data obtained by the commercial ray-tracing simulator Wireless InSite [57] for 27 gNBs in
a study area in Frankfurt, Germany, the performance of position based beam prediction
NN models, considering fully connected neural networks (FCNNs) and convolutional neural
networks (CNNs), are assessed based on the achieved accuracies of predicting the optimal
BPL, as well as subsequent top BPLs. This work presents an in-depth investigation into the
impact of the factors dataset size, NN size, noise in the UE position data, and the number
of training labels on the performance of transfer learning in position based beam prediction.
Furthermore, the cross-environment generalizability of one NN model across multiple gNB
simultaneously is explored for the transfer learning approach. The potential of elastic
weight consolidation (EWC) in balancing the beam prediction accuracies on the reference
and target gNBs is investigated. Dataset mixing is proposed as an approach to train a NN
model that reaches high beam prediction accuracies on multiple gNBs simultaneously.

1



2

The remainder of this thesis is organized as follows: Chapter 2 addresses the theoretical
background of mmWave communications, thus motivating the necessity for beam manage-
ment and beam prediction, and provides a baseline for position aided beam prediction with
NNs. Chapter 3 presents the system model employed in the beam prediction simulations.
Chapter 4 provides the investigated position based beam prediction NN models, learning
strategies, and considered factors impacting the performance. In Chapter 5, the results are
presented and discussed. Chapter 6 concludes this work by summarizing the results and
outlining directions for future work.
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Background

This chapter introduces the state-of-the-art approaches towards beam prediction and the
corresponding fundamentals regarding mmWave and ML. In Section 2.1, the concept
of mmWave for future communication networks is motivated. Emerging challenges are
highlighted by expanding upon the mmWave inherent propagation properties, followed by
an introduction of beamforming as a key technology to overcome these challenges. In
Section 2.2, the procedures followed by the 5G New Radio (NR) standard for mmWave
beam management is presented, with a special focus on beam sweeping approaches. Sec-
tion 2.3 offers general remarks on beam management leveraging Context Information (CI).
Section 2.4 introduces ML techniques for beam prediction and their potential to reduce the
beam training overhead, with a special focus on supervised learning (SL) using NN. The
concept of using beam index maps (BIMs) in combination with UE position aided beam
prediction is explained in Section 2.5. In Section 2.6, the adaptability of beam prediction
models across environments is motivated as a key challenge for a widespread deployment in
mmWave communications. Section 2.7 gives the current status regarding works on cross-
environment adaptability of SL based position aided beam prediction and thereby motivates
the contribution of this thesis.

2.1 Millimeter Wave Communications

Modern radio networks have to meet steadily increasing performance requirements. Ad-
ditionally to enhanced Mobile Broadband (eMBB) focused on matching the increasing
demand of mobile users, several Internet of Everything (IoE) systems such as Smart Grids
and autonomous driving pose new demands in the form of Ultra-Reliable, Low Latency
Communications (URLLC) [6]. Technologies that have been deployed in 5G to meet
these challenges include ultra-dense networking, all-spectrum access and full-duplexing.
A further key contributor is identified as the utilization of mmWave frequencies, which
offer an increase in the usable bandwidth at the cost of adverse propagation properties in
the mmWave range. Contrary to the sub-6 GHz spectrum, which is congested by frequency
bands allocated, among others, to previous generations of mobile networks, satellite and
aerial communications, Bluetooth and Wireless Local Area Network (WLAN), mmWave
frequencies offer larger continuous frequency blocks [7]. The 5G NR standard defines three
separate bands in the mmWave range; FR 1 (410 MHz - 7.125 GHz), FR 2-1 (24.25 GHz
- 52.6 GHz) and FR 2-2 (52.6 GHz - 71 GHz) with maximum transmission bandwidths of
up to 100 MHz, 400 MHz and 2000 MHz, respectively [8]. To compensate for the adverse
propagation properties of mmWave, MIMO technologies are employed, referring to multiple
antenna elements used at the input and output of the communications channel, i.e. at the
transmitter (TX) and RX, respectively. Antenna arrays consisting of multiple antenna
elements can produce narrow, directed beams that offer longer transmission ranges along

3
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their direction [2, 9]. This section gives a detailed coverage of the adverse propagation
properties of mmWave transmissions in Section 2.1.1, followed by introducing beamforming
as the enabling technique for directional communications 2.1.2, which is employed to
compensate for the mmWave propagation properties

2.1.1 Propagation Properties

The adverse propagation conditions of mmWave compared to sub-6 GHz communications
are multilayered and can be divided into those stemming from path attenuation properties
that apply to the Line-of-Sight (LOS), i.e. the Free Space Path Loss (FSPL) and atmo-
spheric attenuation, and those from interactions with objects along the path, only pertaining
to the non-Line-of-Sight (NLOS), i.e. reflection, diffraction, scattering and penetration.

2.1.1.1 Free Space Path Loss

The received power PR dependence on the transmitted power PT , provided an unobstructed
space between TX and receiver (RX), is given by the Friis free space equation [10],

PR = PT GT GR

 λ

4πd

2
, (2.1)

where GT is the transmit antenna gain, GR is the receive antenna gain, λ is the carrier
wavelength and d is the distance between TX and RX. From this, the FSPL given isotropic
unity gain antennas can be derived as

FSPL =
PT

PR

=
4πd

λ

2
=
4πdf

c

2
, (2.2)

where c is the speed of light and f is the carrier frequency. The dependency on d2 arises
from the energy conservation based on an isotropic source in the far field d >> λ. The
wavelength dependency arises from the effective aperture A of an isotropic antenna (G = 1)

AE = G
λ2

4π
, (2.3)

which is proportional to the square of λ. Expressed in decibel and with antenna gains GT

and GR compared to the isotropic antenna, the FSPL can be written as

FSPL[dB] = −GT [dB] − GR[dB] + 20 log10(d) + 20 log10(f) + 32.44, (2.4)

with d in km and f in GHz. Therefore, for isotropic antennas, increasing the carrier
frequency from 2.6 GHz used in LTE, to 30 GHz in the FR 2 band, raises the FSPL by the
non-negligible quantity of 21.2 dB.
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Figure 2.1: Attenuation due to atmospheric gases (in dB/km) as a function of radio
frequency for an atmospheric pressure P = 1013.25 hPA, temperature T = 15 ÂřC and a
water vapour density ρ = 7.5 g/m3 [11].

2.1.1.2 Atmospheric Attenuation

Another contributor to LOS losses is the atmospheric gas attenuation. Depending on
their molecular structure, gases have a set of spectral absorption lines at different central
frequencies and with varying absorption levels. The absorption lines show a general trend
to attenuate more at higher frequencies, thus adversely affecting long-range communica-
tions [11]. A widely used model for the specific atmospheric attenuation γg given frequencies
between 1 GHz and 1000 GHz, recommended by the International Telecommunication Union
Radiocomunication Sector (ITU-R), known as the line-by-line calculation, describes the
attenuation as the combined effect of water vapour γw and dry air γo where oxygen
is the dominant contributor with γg = γw + γo [12]. Frequency-independent factors
are temperature T , and atmospheric pressure P . Following this, Figure 2.1 depicts the
specific attenuation (in dB/km) for P = 1013.25 hPA, T = 15 °C and a water vapour
density ρ = 7.5 g/m3. As shown in Figure 2.1 for frequencies above 10 GHz, water vapour
becomes the main contributor to atmospheric absorption, with exceptions around 60 GHz
and 118 GHz where oxygen is predominant.

Regarding the FR 2 band defined by 5G-NR, the FR 2-1 band lies between the first
two peaks at 23 GHz and 60 GHz, while the FR 2-2 band encompasses the oxygen induced
peak at 60 GHz. With an attenuation around 0.1 dB/km the atmospheric absorption in the
FR 2-1 band becomes negligible [13]. Frequencies lying around attenuation peaks, such as
the FR 2-2 band, can be beneficial in densely deployed networks to mitigate interference
[14].

In addition to the atmospheric gas attenuation, the attenuation from rainfall is signif-
icantly higher in mmWave. A model for various levels of rainfall is introduced in [15]. A



2.1. Millimeter Wave Communications 6

precipitation rate of 25 mm/h causes an attenuation of 0.0068 dB/km at f = 3 GHz,
negligible compared to the attenuation of 4.87 dB/km at f = 30 GHz, which further
increases to 26.8 dB/km at a precipitation rate of 150 mm/h.

2.1.1.3 Propagation Mechanisms

The three propagation properties when electromagnetic waves interact with the environ-
ment are reflection, diffraction and scattering [10]. The interaction between objects and
electromagnetic waves is dependent on the ratio of the object dimension to the wavelength
λ, as the radius of the first Fresnel zone r1, given for distances d1, d2 >> r1, between the
object and the TX and RX, respectively, as

r1 =

√

λd1d2

d1 + d2
, (2.5)

becomes narrower proportional to the wavelength [16]. At distances d1 = d2 = 50 m and
λ = 10 mm, corresponding to a frequency f = 30 GHz, the radius becomes r1 = 0.5 m. As
objects become larger compared to the wavelengths, diffraction lessens, resulting in higher
shadowing effects [16]. Therefore, diffraction effects introduced by buildings and objects
become negligible for mmWave given the shorter wavelengths.

Scattering describes the diffuse reflection on large objects with rough surfaces or on
large numbers of small objects. The roughness of a surface can be tested by comparing
the maximum protuberance to the critical height hc, using the Rayleigh criterion as given
in [10]:

hc =
λ

8 sinρi
, (2.6)

where ρi is the angle of incidence of the electromagnetic wave.
Given a carrier frequency of 30 GHz and an angle of incident ρi = 45°, this results in

a critical height of 10 mm. However, due to the high path loss in mmWave, only a few
scattered components arrive at the RX, and the specific scattering environment has a large
impact on the received power in NLOS [17]. Measurements at 28 [GHz] have shown a
NLOS Path Loss exponent (PLE) of up to 5.76 in downtown New York City, while a NLOS
PLE of 3.86 was measured at 38 GHz in Austin [18]. Measurements for 38 GHz indicate
that propagation in outdoor urban scenarios is dominated by LOS and reflection [19].

2.1.1.4 Penetration

Common outdoor building materials have shown high reflection coefficients up to 0.896 and
very small transmittance with a penetration loss of 40.1 dB for tinted glass at 28 GHz [20].
Furthermore, foliage losses increase with frequency and reach significant values even with
single trees. For foliage depths Dfol < 400 m and frequencies f = 200 MHz−95000 MHz, [21]
gives a formula first developed in (CCIR Rpt 236-2) for the foliage penetration loss
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Lfol[db] =
(f)0.3(D)0.6

5
. (2.7)

For Dfol = 5 m, this results in a foliage loss Lfol = 11.6 dB for f = 30 GHz compared to
Lfol = 5.6 dB for f = 2.6 GHz.

The presence of humans has been shown to have a considerable impact on the propaga-
tion of mmWave signals. The dielectric properties of the skin allow for minimal penetration,
however, diffraction can lessen the loss in parts [22]. The hand in particular can cause severe
attenuation. Measurements at f = 28 GHz resulted in up to 18 dB attenuation for a hard
hand grip, while body blockage resulted in up to 11 dB, with both effects being highly
dependent on the antenna configuration [22].

2.1.2 Directional Communication

As discussed in the previous section, mmWave faces adverse propagation conditions. How-
ever, the FSPL according to equation 2.2 assumes an isotropic antenna without directivity.
For a fixed effective antenna aperture A, the antenna directivity is inversely proportional
to the square of the wavelength, as can be seen by reordering equation 2.3 towards the
antenna gain [21]:

G =
AE4π

λ2
. (2.8)

Combining equations 2.1 and 2.8, the received power given the TX and RX antenna
apertures At and Ar, respectively, the received power becomes

PR = PT
AE

t AE
r

λ2d2
. (2.9)

Therefore, given directional antennas, the additional FSPL of 21.2 dB for f = 30 GHz
compared to f = 2.6 GHz from section 2.4 becomes a gain, if fixed antenna apertures At

and Ar are assumed instead of a fixed gain G = 1. In practice, this can be achieved by
employing antenna arrays to perform directional multi-antenna beamforming, with further
proposed beam steering techniques including quasi-optical systems, leaky wave antennas,
and metasurfaces [23]. Apart from a higher Signal-to-Noise Ratio (SNR), beamformers
were shown to improve the Rician factor gain and the root-mean-squared (RMS) delay
spread [24]. Because of a smaller size and necessary separation due to the shorter wave-
lengths in mmWave [25], a large number of antennas can be packed on small area arrays,
which enables beamsteering with narrow beams, as well as implementation in small, portable
UE devices like smartphones [21]. The total output power distribution of a phased antenna
array is the vector sum of fields radiated by the individual elements and is commonly
expressed by combining the individual radiation patterns with the array factor, which is
composed of the array geometry and amplitude/phase shifts at individual elements [17].
These amplitude/phase shifts of individual antennas are commonly referred to as weights.
Figure 2.2 shows a representation of directional control achieved in a small linear array,
consisting of six elements simulating the resulting field from a phase shift applied to open-
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Figure 2.2: Simulated E-field plot for a phased-array antenna at 28 GHz demonstrating
beam tilt [23].

ended waveguides at 28 GHz [23]. Planar arrays, used to enable 3D beamforming in the
azimuth and elevation plane, follow the same principle.

There exists a number of beamforming architectures, with one differentiating char-
acteristic being whether the weights are applied in the analog or digital domain [17].
The application in the analog domain has the advantage of low complexity and energy
consumption, as only one radio frequency (RF) chain is required for the entire array.
However, to support multiple users at a given time slot, additional signal processing in the
form of digital precoding and combining is required. Digital beamforming uses a dedicated
RF chain for each antenna element and thus provides more degrees of freedom. As a
disadvantage, the increasing number of antenna elements as well as the wideband nature
of mmWave results in higher complexity and power consumption. To address this issue,
hybrid approaches combine digital baseband processing with a limited number of RF chains
to enable multi-stream transmission, and analog beamforming to achieve antenna gain [26].

In sub-6 GHz systems, techniques to adapt the weights in real time are popular, however
signal processing overhead and latency are prohibiting factors to employ similar strategies in
mmWave [17]. The weights for the used beam configurations in fixed-weight beamforming
can be collected into codebooks. While sub-6 GHz channels are often influenced by a
rich multipath environment, the mmWave channel is dominated by a small number of
dominant paths, as discussed in section 2.1.1.3. As a consequence, mmWave codebooks
are often structured based on the steering angle, forming narrow beams distinguished by
their direction [17].

Similarly to the TX, the weights can be applied at the RX to tune the direction of
sensitivity of the antenna array. Optimal alignment of the TX and RX beams allows one
to reap the full benefits of beamforming. Measurements confirmed that using a NLOS
path with reflections as the propagation mechanism and optimally aligned beams can offer
similar PLE in a 28 GHz setup as experienced by sub-6 GHz systems [18]. However, due to
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the varying locations of dominant scattering clusters and reflection paths, achieving optimal
alignment is not trivial and requires effective beam management strategies.

2.2 Beam Management in 5G NR

In addition to an evolution of 4G-LTE networks, the 5G standard includes a range of
new technologies, commonly referred to as 5G NR, which also include the usage of the
mmWave spectrum [27], resulting in the necessity for beam alignment between mobile
UEs and gNBs. Therefore, the beam management necessary to perform Initial Access (IA)
and beam tracking, describing the process of following a mobile connected UE with beams,
becomes more complex compared to 4G-LTE, which could rely on omnidirectional signalling.
5G NR uses codebooks at the gNB and UE to organize the antenna-weights based on their
resulting beam steering direction. The goal of the beam management is to find a BPL, i.e.
a combination of beams at gNB and UE that offers optimal performance based on metrics
such as the SNR. As shown in Figure 2.3 the beam management in 5G NR consists of four
operations [28,29]:

• Beam sweeping: covering a spatial area with a set of transmitted and/or received
beams in a predetermined procedure during a time interval. The beam selection and
the beam refinement at the transmit-receive points (TRPs) of the gNB or at the UE
are referred to as separate procedures.

• Beam measurement: assessment of the quality and characteristics of the received
beamformed signal. The measurements are typically based on the reference signal
received power (RSRP) or the Signal-to-Interference-plus-Noise Ratio (SINR) of the
Synchronization Signal (SS), which is sent in bursts with a default periodicity of
20 ms. For beam tracking purposes in the connected mode, Channel State Information
- Reference Signalss (CSI-RSs) are sent in downlink (DL) with time and frequency
offsets to their respective SS bursts, and Sounding Reference Signals (SRSs) in the
uplink (UL), scheduled by the gNB.

• Beam reporting: operation used by the UE to report information gathered in the beam
measurement about the set of beams that lead to the best received signal strength
(RSS)/SNR. The 5G NR allows for a standalone (SA) and a non-standalone (NSA)
mode, in which the control plane is managed with the help of a 4G-LTE overlay. This
NSA mode is particularly helpful for beam reporting, as the 4G-LTE connection can
be used to report the optimal BPL and beam failure recovery, by using the LTE link
to immediately report a link failure [26].

• Beam determination: selection of the most suitable beam or beams at the UE or
gNB.

A beam recovery is triggered in case of a beam failure, which occurs if the corresponding
control channel degrades below a certain threshold due to blockage or beam misalignment.
For this purpose, the UE maintains a candidate beam pool, which is used to send beam
link failure requests and their responses.

5G NR offers a range of tunable parameters, including properties of the SS, SRS
and CSI-RS, and the antenna array characteristics at UE and gNB, the beamwidth and
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Figure 2.3: 3GPP beam management procedure for 5G NR [29].

number of simultaneously transmittable/receivable beams dependent on array size and
architecture. Different performance metrics can be consulted to evaluate their impact. The
accuracy of the beam management process can be assessed on the basis of a successful link
establishment or the correct identification of the optimal BPL. Furthermore, the overhead
due to time and frequency resources occupied by control messages, the reactiveness, i.e. the
time to perform IA/react to link failures, are important performance metrics. The procedure
of sweeping multiple beams during beam management to find a suitable BPL is commonly
referred to as beam training. The default beam training algorithm employed by 5G NR is
the exhaustive search [26]. It sequentially scans all available combinations of narrow UE
and gNB beams, therefore finding the optimal BPL is guaranteed. It was shown in [26] that
while increasing the number of antenna elements from MUE = 4 at UE and MgNB = 4
at the gNB to MUE = 64 and MgNB = 16 can significantly increase the accuracy, it
leads to an unacceptable decrease in reactiveness if no simultaneous beam transmission is
possible. This is because the time needed to sweep all possible beams with the exhaustive
search becomes stretched over multiple SS bursts, taking up to hundreds of milliseconds
to transmit and receive all possible beams, which is an intolerable delay. Mitigating factors
can be an increase in available control resources, like length and frequency of the SS bursts,
which increases overhead in the system, or the usage of digital/hybrid beamforming, which
leads to higher power consumption and hardware requirements.

To reduce the delay induced by an exhaustive beam sweep, the iterative and hierarchical
algorithms are proposed [30], which use multiple stages of exhaustive searches, starting
with wider beams and subsequently scanning the narrow beams included in the previously
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found wide beam. While these approaches can improve the reactiveness by reducing the
total amount of scanned beams, it was shown that they exhibit a lower accuracy and
reduced coverage range [31]. Agile-Link [32] uses multi-armed beams of customized analog
beamformers to gather multiple spatial directions simultaneously, combining the information
of different multi-armed beams to assess each spatial direction.

Further search algorithms use the sparse, clustered nature of the mmWave channel to
employ compressive sensing (CS) [33]. The greedy Fast Neighbour Discovery [34] algorithm
chooses the first decodable link based on a random initial beacon link angle. Subsequent
beacons are determined by a maximum-distance-based prediction. BeamSpy [35] is aimed
at aiding the beam recovery by providing backup beams based on the results of previous
beam searches. It uses channel impulse responses (CIRs) to model the channel using only
a discrete set of signal paths and characterizes the spatial correlation by modelling how
different beams share these paths.

Evaluations based on realistic outdoor measurements have shown sub-optimal results
for the aforementioned algorithms compared to their theoretically achievable performance,
reiterating the trade-off between reactiveness and required antenna gain for accuracy [36].
Consequently, future mmWave networks demand more sophisticated beam management
algorithms that are able to adapt to site-specific conditions under consideration of realistic
antenna patterns.

2.3 Beam Management Leveraging Context Information

With beam codebooks constructed based on spatial directions, one of the most important
information to achieve beam alignment is the relative position and orientation of the UE
to gNB, particularly in LOS.

One approach to gathering this information is the usage of existing out-of-band commu-
nication signals. Future wireless systems are expected to support multi-band operations [37].
Additionally to aiding in beam reporting as in the NSA in 5G NR, this enables the exchange
of CI between UE and gNB without prior establishment of a mmWave link, taking advantage
of the higher range and wider beamwidth of sub-6 GHz communications. Furthermore, even
though the channel gains between frequency bands outside the coherence bandwidth are
uncorrelated, the signals interact with the same environments and may have a high spatial
correlation [37]. In [38], a coarse angle of arrival (AoA) estimation of the sub-6 GHz
channel was used to reduce the angular space of the swept beams in the 30 GHz channel
and therefore limit the beam training overhead. However, the corresponding experiments
have shown the spatial correlation to decrease as the LOS conditions are lost.

The UE position can be determined directly by secondary systems such as Global
Positioning System (GPS). Together with data gathered by gyroscopes to account for
orientation changes of the UE, the beam training can be reduced by narrowing down the
potentially usable BPLs. Both systems are widespread in modern UEs such as smartphones,
primary concerns are privacy-related and based on a degradation in GPS accuracy in urban
environments. Measurement data from various sensors such as Radar, Lidar or Camera
deployed at the gNB, can be used to estimate the AoA, in case of Radar directly infer the
best BPL, or aid in accurately estimating UE position [37]. They are especially useful to
distinguish between LOS and NLOS scenarios. However, while this saves resources in the
RF domain, additional hardware processing, power and frequency resources are required.
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(a) Channel gain in position based beam management.

(b) Example for the usage of reflections in environment-aware beamforming.

Figure 2.4: Illustration of position based versus environment-aware beam management,
adapted from [37].

However, even with accurate position information, conventional distance-dependent
Path Loss (PL) models are not suitable for mmWave communications, due to the effects
described in Section 2.1.1. Considering a scenario like the one shown in Figure 2.4a, where
two UEs are located at the same distance to a gNB, and existing position information
ensure the selected beams point in the direction of the UEs and to the gNB, respectively,
conventional distance-dependent PL models would assume the same channel gain for both
UEs. However, as UE2 is shadowed by a building, the channel experienced by UE2 is
significantly poorer in reality. To draw an accurate estimation of the PL experienced by
a BPL, in addition to the position and orientation of the gNB and the UE, information
about the environment is required. As shown in Figure 2.4b environment aware beam
management can enable the direction of the signal towards reflection/scattering objects,
thus avoiding the large shadowing losses in mmWave. The environment information can be
gathered directly in the form of locations and nature of buildings and other objects, which
can then be used to simulate the channel, e.g. with ray-tracing, to predict the optimal BPL
at a given UE position. In an alternative approach, ML models aim to learn the function
between the environment and the optimal BPL based on gathered data on optimal BPLs
at UE positions in the given environment [39].
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2.4 Beam Prediction Using Machine Learning

With an increase in complexity in the MIMO environment in terms of the number of antenna
elements and interactions between electromagnetic waves with their environment, data-
driven ML approaches can be advantageous compared to model-driven approaches. The
aforementioned CI can be used to predict a selection or the best BPL, limiting or dispelling
the need for beam training, respectively. Reinforcement learning (RL) techniques such as
Q-Learning and Deep Q-Networks employ online learning to react to new environments and
scenarios. However, there is an inherent overhead in the learning phase of online approaches,
limiting the application to mobile UEs [4]. Furthermore, additional computational resources
are required to perform online learning in deployed networks.

SL on the other hand is an offline approach, which is the most frequently used ML
technique and has several applications in wireless communication networks even outside of
beam management, such as error correction codes, data compression, mobility management,
power management and channel estimation [4]. The beam selection can be categorized as
a classification or regression problem, depending on whether the beam directions are in a
discrete or continuous space, respectively [40]. SL uses a training dataset D = ¶(χi, υi)♢N

i=1

with N known pairs of input data vectors x and output labels y ∈ C, to train a model to
find a general rule f(χ) that maps χ to υ. After the training phase, the model uses the
learned mapping function to predict the corresponding labels to previously unseen instances
of the input χ [41]. Choosing the input vector as the set of available CI and the output as
the BPL, SL enables beam prediction. Alternatively, probabilistic classifiers can estimate
the probability p(υ♣χ) for the set of labels υ ∈ C and thus enable the prediction of a set of
candidate beams ordered by the a posteriori estimate.

There are several methods to construct the mapping function f(χ). Due to their
success in other fields, NNs are often considered for beam prediction. NNs are inspired by
simplified models of the human brain and consist of a large number of neurons, which are
able to perform basic computations that are connected in a complex network. They can be
modelled as directed graphs with the neurons as nodes. Each neuron performs a basic non-
linear computation referred to as its activation function g(·), with the input consisting of a
weighted sum of the previous neurons’ outputs connected to its incoming edges. Commonly
used activation functions are sigmoid, step or Rectified Linear Unit (ReLU) functions [40].
Accordingly the output bj of neuron vj with Kj inputs ai and weights Wi,j is given as

bj =


Kj
∑

i=0

Wi,jai



. (2.10)

During the training process, the weights are iteratively adjusted with algorithms such as
the gradient descent to minimize the error between the predicted output ŷ and the known
label y according to a given loss function [41].

There exists a wide number of approaches to the structure of NN, most are based on
organizing the neurons into layers with edges existing between adjacent layers. The first
layer V0 is commonly referred to as the input layer, the last layer VT as the output layer,
with a number of hidden layers in between. The number of neurons per layer can vary
between layers. Figure 2.5 shows the structure of a FCNN where every neuron is connected
with all neurons from adjacent layers. The series of layers with their non-linear activation
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Figure 2.5: Structure of a FCNN with T layers, S inputs and U outputs. Blue dots denote
the neurons, black arrows denote the connections between the neurons.

functions enable NNs to learn highly complex non-linear mapping functions. In principle,
every NN that only features forward connections between adjacent layers can be expressed
as a FCNN. However, it can be beneficial to reduce the number of edges and, therefore, the
number of model parameters. It reduces the required computational power and training
time and additionally decreases the effect of overfitting, denoting the reduced ability to
accurately predict unseen data, due to an inability to identify generalized features.

Further NN architectures alter their structure according to the task and the composition
of the input data. CNNs are widely used for pattern recognition on images. Convolutional
layers organize their neurons into three dimensions, two of them in accordance with the
image’s spatial dimensions. Every neuron is connected only to a small area of these spatial
dimensions of the preceding layer. CNNs often feature downsampling properties by varying
the overlap between regions connected to adjacent neurons in the subsequent layer or
directly in the form of pooling layers. Further information on the principles of ML and CNN
can be found, for instance in [41,42].

2.5 Beam Prediction Using UE Position

The use of relatively low-complexity NN with the UE position as input data has shown
promising results in beam prediction in mmWave networks. In [43], a relatively simple
FCNN, consisting of 3 hidden layers with 256 neurons each, is shown to deliver promising
beam prediction accuracy on data representing a real-world scenario on the campus of the
Arizona State University. The scenario consists of a gNB equipped with a beam codebook of
NgNB = 64 beams and an omnidirectional UE transmitter NUE = 1 operating at 60 GHz.
Using the UE GPS data as input, the NN is trained to predict the optimal beam, i.e. the
beam delivering the highest RSS. By building a candidate set of five beams, the model
was able to reach a 90 % accuracy in including the optimal beam in the candidate set.
To improve the robustness of models, it was proposed to apply multi-label classification
by including alternative high-quality beams in the training process [44]. In a simulated
indoor environment with objects mapped to 2D rectangular or circular objects, using the
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UE position and orientation as input to a FCNN consisting of 5 hidden layers with 128
neurons each and N = 64 beams at TX and RX, it is shown that multi-label training can
improve the prediction accuracy, especially for candidate sets consisting of multiple beams.

Even though NN aided beam prediction can reduce the beam training overhead, the
employment of the models has an inherent cost. As the training of NNs is done offline, it
does not introduce overhead or delay into the communication, nonetheless it comes with
challenges further referenced to in Section 2.6. While the inference time and required
computational resources for NN are considerably lower than for the training phase, they
still pose a strain. Given that the UE position accuracy offered by positioning systems is
limited, the average error of GPS can be in the order of meters with a significant increase
in dense urban environments [45], a BIM, with an acceptable granularity can be built,
providing the optimal BPL or a candidate set of BPLs for all potential UE positions in
the coverage area of a gNB [46]. Such a map could be constructed online based on
the data of communications taking place, resulting in a diminished offered quality during
the construction phase. Alternatively, the map could be built offline based on computed
data such as ray-tracing results, which have been shown to be able to accurately identify
individual directional link opportunities based on publicly available 3D building models
in outdoor environments [47], or on collected measurements gathered from dedicated
measurement equipment. In all cases, gathering data for every possible UE location comes
with costs, as even relatively small areas require a lot of measurements/simulations, e.g.
an area of 100 m x 100 m sampled in a 1 m x 1 m grid results in 10000 samples. Therefore,
techniques such as NNs can be applied to build the entire BIM based on finite data points,
however the training of NN still requires datasets of sufficient size.

2.6 Adaptability of Prediction Models Across Environments

As described in section 2.1.1.3 the multipath components in mmWave are heavily dependent
on the specific environment, therefore it is expected that beam prediction models in
mmWave are environment-specific as well. As shown in Figure 2.6, an established BPL
fails in providing beam alignment if the surrounding environment changes, even though
the relative positions of UE and gNB are unchanged. Positions that previously had a LOS
connection might be shadowed and vice versa. Small changes at the same gNB location,
such as movement of cars and a dynamically changing scattering environment, that lead
to an obstruction in the previously optimal BPL, can often be compensated by using the,
e.g. second best BPL, as there are BPLs with acceptable performance following a different
propagation path [48], and thus not being influenced by the small local change. However,
entirely new environments are expected to result in an entirely new set of BPLs that offer
an acceptable performance. This is confirmed in [5], where the application of a NN beam
prediction model for the best BPL, trained and tested at one gNB position, at a range of
new gNB positions, resulted in a drop in accuracy from 85 % to 5 %. However, as previously
described, the gathering of sufficient training data in every new environment is costly, and
training NN models from scratch requires time and computational resources, even though
it is done offline.

As a potential solution to reduce the training data required from new environments,
transfer learning has emerged as a technique that uses fine-tuning with minimal retraining
to adapt ML models trained on one task to a related task [49]. Transfer learning is shown
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Figure 2.6: Illustration of NLOS BPL failing in a changing environment while the relative
positions between UE and gNB is unchanged.

to deliver up to 80 % accuracy for predicting the best BPL in a new environment with a
fine-tuning dataset size of 5 % of the covered UE positions [5].

Apart from reducing the required data from the new environment, it is desirable to
generate a generalized model that is applicable across multiple environments. Due to
catastrophic forgetting, the fine-tuned model after applying transfer learning is not expected
to perform in the reference environment, i.e. the environment used for the original training.
EWC is proposed in [50] to maintain expertise on tasks not experienced for a long time by
adding a penalization to the loss function when sequentially training on new tasks, which
depends on the deviation from the previously trained weights, as well as the importance
of the weights for the previous tasks. The approach is shown to be effective on a number
of mmWave unrelated classification tasks, such as the classification of handwritten digits
included in the MNIST dataset. However, the applicability in mmWave beam selection
remains open.

Although the poor performance of trained models in new environments was confirmed,
a possible solution for generalized models lies in including training data from multiple gNB
locations in the initial learning phase of the NN. It is expected that additional CI outside of
the UE position will be required for the model to differentiate between environments. Due
to their success in image-based categorization, CNNs are a potential candidate to exploit
spatial relationships from feature maps.
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To deploy NN based beam prediction in future communication networks, it is crucial to
offer easy adaptability to new environments or generate generalized models. A protracted
gathering of new training data is impractical for a widespread rollout.

2.7 Related Work

There exists a large number of works suggesting beam prediction frameworks for mmWave.
The authors in [29] present a classification of papers on ML-based beam management
according to their training modes, ML paradigms and models. A literature survey on beam
management is included in [40]. A systematic literature review focused on beam alignment
and IA frameworks for mmWave and THz was performed in [51]. However, the included
works on UE position assisted SL approaches do not consider adaptability or generalization
across gNB locations and environments, which was identified in [51] as a current limitation.

The authors in [52] identify generalization of ML models as a key open issue for location
aided beam prediction and name dataset-mixing as a strategy used for offline learning.
They state that it is difficult for the mixed dataset to cover all scenarios, but do not further
investigate it.

The authors in [53] offer an overview of state-of-the-art methodologies for domain
generalization problems in mmWave communications. However, while they offer existing
methodologies in other related fields such as beamforming, they only identify beam predic-
tion as an affected problem without referring to existing works on it.

The authors in [54] showed that transfer learning techniques can be leveraged to
significantly reduce the required training data for location based NN aided beam alignment
in changed environments. In [55], they expanded their work to build a generalized model by
adding a post-processing unit after the NN and additionally exploiting sub-6 GHz Channel
State Information (CSI). However, they consider an indoor environment with changes
manifesting in the antenna configuration and movement of small objects instead of new
outdoor environments.

The authors in [5] first investigated cross-environment transfer learning for beam pre-
diction in mmWave and provided a model able to achieve high accuracy in unseen densely
urbanized areas with limited fine-tuning data. While they also offer some insights on
different dataset sizes, they do not perform an in-depth analysis on it or consider further
parameters, e.g. different network architectures, noise and the number of beams used as
labels. Furthermore, they do not evaluate generalization strategies.

To our knowledge, there currently exists no evaluation on the cross-environment perfor-
mance of position aided SL learning strategies for beam prediction in mmWave networks.
To address this, we evaluate the impact of factors such as dataset size, position noise,
NN-architecture and the number of training labels on the accuracy of beam prediction in
a MIMO system in realistic environments. We consider the transfer learning approach as
well as the performance of dataset-mixing.



3

System Model

This chapter gives a detailed presentation of the models used in this work. Section 3.1
describes the network model in the study area in Frankfurt. In Section 3.2, the channel
model that is used to generate the considered datasets is described. A description of
the framework of the investigated NN beam prediction models is given in Section 3.3.
Section 3.4 describes the construction of the considered datasets based on the previously
introduced channel model. In Section 3.5 the method used for modelling UE positioning
error is described.

3.1 Network

The mmWave cellular network we consider is located in an urban area close to the main
station in Frankfurt, Germany. The study area consists of an area of 500 m x 500 m shown in
Figure 3.1, bounded by the red square. The study area consists of multiple narrow streets,
as well as a wider open area in front of the main station. The red triangle represents
the location and direction of the pane depicted in Figure 3.2. As shown in Figure 3.2,
the buildings are mostly townhouses with six to eight floors, resulting in an urban-dense
environment. We consider 27 gNBs roughly uniformly distributed in the study area, placed
at building edges and corners at a height of 10 m. The locations of the gNBs are depicted
as blue dots in the scheme representation of the study area in Figure 3.3, also giving the
corresponding indices. The study area in Figure 3.3 is undercoated in yellow.

We consider a downlink cellular network operating with a carrier frequency fc = 28 GHz
and a nominal gNB transmit power of Ptx = 20 dBm. The gNBs are equipped with phased
antenna arrays of size 8 x 8, the UE uses a 4 x 4 antenna array, resulting in a total number of
antenna elements of MgNB = 64 and MUE = 16, respectively. The UE and gNBs employ
analog beamforming using 3D antenna patterns obtained from lab measurements with
commercially available mmWave phased antenna arrays [36]. Figure 3.4a and 3.4b show
antenna patterns in azimuth cut for some example ID entries in UE and gNB codebooks,
respectively. As shown in Figure 3.4, there exists a main lobe in the direction assigned to
the ID, exhibiting a significant gain. Owing to the larger number of antenna elements, the
lobes of the patterns at the gNB in Figure 3.4b are narrower and have a higher gain in their
main lobe than at the UE in Figure 3.4a. Additionally, the gain ratio between main lobe
and side lobe is higher at the gNB, especially for beams at larger ϕk. We use predefined
codebooks to span the entire angular space, with a size of NUE = 16 at the UE and
NgNB = 64 at the gNB, corresponding to the array sizes. This gives a beamwidth of 22.5◦

at the UE and 5.6◦ at the gNBs. Schemes for the resulting beams spanning the angular
space at the UE and gNBs, are depicted in Figure 3.5a and Figure 3.5b, respectively, with
each beam having a corresponding ID. A directional BPL between the UE and a given gNB

18
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Figure 3.1: Aerial image of the considered study area near the main station in Frankfurt,
Germany. The red square represents the area border, the red arrow shows the location and
direction of the pane in Figure 3.2.

Figure 3.2: Exemplary street level image of a street in the study area, as an illustration for
the building density.
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Figure 3.3: Building layout (grey) and gNB locations (blue dots) with their indices in the
study area.

is then defined as li,j , with i denoting the UE beam ID and j denoting the gNB beam ID.
With NUE = 16 and NgNB = 64 there are a total of NBP L = 1024 potential BPLs.

3.2 Channel Model

We use site-specific channel data, obtained by the commercial ray-tracing simulator Wireless
InSite [57], with a ray-launching granularity of 0.1◦. The data is based on publicly available
3D building models shown in Figure 3.3, with the standardized International Telecommuni-
cation Union (ITU) glass as the building material. Given that the propagation characteristics
of mmWave show a domination of reflection and LOS, as discussed in Section 2.1.1.3,
scattering and diffraction are neglected, and the maximum number of reflections is set to
four [47]. The channel information is collected for all potential UE positions inside the
study area, with a grid resolution of 1 m x 1 m, and for each gNB shown in Figure 3.3. We
use a gNB height of 10 m and an UE height of 1.7 m.
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(a) UE.

(b) gNB.

Figure 3.4: UE and gNB antenna patterns in azimuth cut for a selected set of some example
ID entries in (a) UE and (b) gNB codebooks [56].
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(a) UE beam IDs. (b) gNB beam IDs.

Figure 3.5: Beam direction of the codebook entries of (a) UE and (b) gNB.

The ray-tracing provides all propagation paths from each gNB to the potential UE
positions, with the following information for each propagation path k:

• A distinction between LOS and NLOS

• The angle of arrival (AoA), ¶ϕUE
k , θUE

k ♢, at the UE in the azimuth and elevation,
respectively

• The angle of departure (AoD), ¶ϕgNB
k , θgNB

k ♢, at the gNB in the azimuth and
elevation, respectively

• The total PL, including reflection losses for NLOS paths

From the omnidirectional path data produced by the ray-tracing simulator, we determine
the directional RSS of the specific BPLs by aligning the antenna patterns of the UE and
the gNB according to the ID given in the codebook entries. From the antenna patterns,
the gains in the direction of the propagation path k, for the beam configuration given by
the UE ID i and gNB ID j, can be given as

GUE
i,k = GUE

i (ϕUE
k , θUE

k ), (3.1)

GgNB
j,k = GgNB

j (ϕgNB
k , θgNB

k ), (3.2)

The RSSi,j corresponding to the BPL li,j at an UE position results from the sum of all K
propagation paths. In dependence on the transmit power PT X , the RSS is given by

RSSi,j = PT X



K
∑

k=1

PLkGUE
i,k GgNB

j,k



, (3.3)
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Figure 3.6: Coverage map of gNB14, showing the maximum RSS (in dBM), corresponding
to the best BPL selection, at each UE position as a heat map.

with the path loss PLk of path k.
The RSS data of every candidate BPL li,j for a given gNBz and UE position UE(x, y)

is saved in a matrix RgNBz ,UE(x,y) of size NgNB x NUE . This BPL matrix is built for
every combination of UE position and gNB, however we only consider UE positions to be
covered by a gNB if the maximum RSS of all BPLs exceeds the minimum RSS threshold,
chosen as RSSthresh = −174 dBM. Additionally, positions inside the buildings are not
covered as we consider outdoor propagation. As an illustration, Figure 3.6 shows the
maximum RSS values, corresponding to the optimal BPL selection, of gNB14 as a heat
map. The PL incurred by the distance from the gNB, as well as the transition from LOS to
NLOS conditions, can be observed in the RSS pattern. Figure 3.7 shows a representation
of an exemplary BPL matrix with corresponding RSS values in form of a heat map at UE
position (300, 250), served by gNB14, omitting the representation of RSS below RSSthresh.
It shows the presence of a few dominant propagation paths that result in high RSS values
at a limited number of clusters of spatially adjacent BPLs li,j .

3.3 Prediction Models and Performance Metrics

In the considered communication system, there is an optimal BPL li∗,j∗ for every UE
position, i.e. a BPL achieving the maximum RSS from the corresponding BPL matrix
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Figure 3.7: Heat map representation of exemplary BPL matrix, with i denoting the UE
beam ID and j denoting the gNB beam ID, at UE position (300,250), with gNB14 as TX.

RgNBz ,UE(x,y). We map the BPLs from the two dimensional representation li,j to the one
dimensional lk with the mapping function

lk(li,j) = ((i − 1)NgNB + j) − 1, (3.4)

thus we get the codebook K = ¶kn♢
NgNB∗NUE

n=1 and the optimal BPL becomes lk∗ .
The goal of the beam prediction is to estimate the BPL l

k̂
that maximizes the probability

of selecting the optimal BPL solely based on the UE position UE(x, y):

l
k̂

= arg max
k∈K

P (k = k∗♣¶x, y♢). (3.5)

We consider the top-1 accuracy Act1 as the accuracy of correctly predicting the optimal
BPL, i.e. l

k̂
= lk∗ , furthermore we use the top-x accuracy Actx, as the accuracy of having

the best BPL lk∗ in the top x predicted.
We use the TensorFlow toolbox version 2.3.0 on Python version 3.7 to implement the

investigated prediction models. The specific architectures are given in Chapter 4, however
some general points can be made. While the input vector χ changes depending on the
architecture, the output layer of all NNs contains NUE ∗ NgNB = NBP L = 1024 neurons
with a softmax activation function, where each element of the output vector is in the range
[0,1] and all elements sum to 1. Therefore the results can be interpreted as a probability
distribution, with each neuron representing one BPL. Note that the BPLs mapping in
Equation 3.4 is shifted by -1 to fit the output layer’s indexing. The hidden layers use the
ReLU activation function. We use the GlorotNormal initializer with the seed 42 for all
layers. To train the models, we use the Adam optimizer with a multistep learning rate with
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Figure 3.8: Number of UE positions included in the datasets DgNBz , with the portion of
LOS positions given in blue, and the portion of NLOS positions given in red.

steps after 20 and 40 epochs. After the first step, the initial learning rate lri gets multiplied
by the factor γ, and at the second step by the factor γ2, therefore γ is referred to as the
multistep learning rate multiplier. As loss function we use the weighted cross-entropy loss
function given by

L =
Nlabel
∑

n=1

−wn log p̂n, (3.6)

where Nlabel denotes the number of training labels, consisting of the corresponding number
of best BPLs, p̂n denotes the predicted probability that the nth best BPL is selected, and
wn is the corresponding weight. Apart from our investigation into the impact of the number
of training labels (see Section 4.2.4), we consider Nlabel = 5, and we use the weights [0.5,
0.2, 0.15, 0.075, 0.075], to prioritize the selection of the best BPL while also promoting
the selection of one of the subsequent top-5 BPL [5].

3.4 Dataset

Based on the BPL matrix RgNBz ,UE(x,y), we built our dataset DgNBz for every gNB, each
containing data for every covered UE position. Given that we do not build any BPL matrix
for positions where the RSS corresponding to the best BPL is below RSSthresh, DgNBz

varies in size between gNBs. The resulting number of UE positions included in each gNB
dataset is given in Figure 3.8, also showing the portions of NLOS and LOS positions.
An example section of the resulting dataset is shown in Table 3.1 for DgNB14 . In the first
two columns, we give the two coordinates of UE(x, y), the exact interpretation of them is
further described in Section 4.1. Columns three and four contain the position of gNB14

according to the coordinate system shown in Figure 3.3. Note that they are constant inside
the dataset DgNB14 and are only used for learning with mixed datasets in accordance with
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UE(x, y) (m) gNB(x, y) (m) Top BPLs
x y x y Top 1 · · · Top 30
1 236 266 270 154 · · · 211
1 237 266 270 154 · · · 14
· · · · · · · · ·

264 56 266 270 248 · · · 254
· · · · · · · · ·

500 340 266 270 615 · · · 742
500 341 266 270 616 · · · 608

Table 3.1: Exemplary section of the dataset DgNBz .

Section 4.3.3. The next columns are filled by the best performing BPLs, ordered based on
their RSS. The number of BPLs used as training labels is one investigated parameter (see
Section 4.2.4), we include up to the Top 30 BPLs in the dataset to be flexible. To build
the training and test datasets, we randomly shuffle the rows of DgNBz and then use 80 %
as training data and 20 % as test data.

3.5 UE Position Error

We do not specify the method used for gathering UE position information, however posi-
tioning systems are susceptible to positioning errors, e.g. the average error in GPS can
be in the order of meters [45]. To investigate the impact of UE position errors, our
investigation includes a section (see Section 4.2.3), in which we model UE positioning
errors as a noise in the UE position data, with the components xerr and yerr independently
normally distributed, as given for xerr as:

pxerr (xerr) =
1

√

2πσ2
x

e
−

(xerr−µx)2

2σ2
x , (3.7)

with µx = x and σx = 5.93 m, as the standard deviation in longitude direction. The
noise in latitude direction y is constructed in the same way, with the standard deviation
σy = 1.73 m. We derive latitude and longitude variance values from the global navigation
satellite system (GNSS) measurement dataset in [58] collected in Frankfurt.
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Cross Environment Beam Prediction

In this chapter, the investigated models for cross-environment beam prediction are presented
in Section 4.1. Section 4.2 gives the selected parameters for the investigation of the
performance of transfer learning. Section 4.3 describes our approaches towards cross-
environment generalizability of the investigated models.

4.1 Preliminary Investigation on Network Parameters

In this section, we describe the process performed to get the parameters of the employed
FCNN in Section 4.1.1 and the CNN in Section 4.1.2. In our investigations on the FCNN,
the given results are the mean of five simulations, due to the long training times, the results
for CNN come from one single simulation.

4.1.1 Fully Connected Neural Network

We initially use a FCNN as introduced in [5] for UE position based beam prediction.
Figure 4.1 shows the scheme of the NN architecture. Before starting our investigation
on cross-environment learning performance, we executed a range of tests to adjust our
model hyperparameters for the task of position-based beam prediction. For this purpose,
we investigated the performance of five different methods to preprocess the UE position:

• S1: The absolute coordinates (x,y) according to the coordinate system in Figure 3.3

• S2: The absolute coordinates (x,y) according to the coordinate system in Figure 3.3
scaled to the range [0,1] with min-max normalization

• S3: The relative UE position UErel(x, y) in relation to gNBz, with UErel(xrel, yrel) =
UE(x, y) − gNBz(x, y) element wise

• S4: The relative UE position in relation to gNBz, scaled to the range [-1,1] with
min-max normalization

• S5: The relative UE position in relation to gNBz, transformed into polar coordinates
UErel(r, α)

S1 represents the UE position format as it exists without any further processing. In S3-S5,
we try to leverage the relationship between the AoD and AoA with the BPL, by giving the
UE position relative to the gNB location. Previous investigations on FCNNs have shown
an advantage offered by the normalization of input data [59], which we use in S2 and S4
by performing min-max normalization.
Since the structures differ in their scaling, we investigate a range of initial learning rates
on two example gNBs (gNB11 and gNB14) without transfer learning, i.e. we train the
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Figure 4.1: Architecture of the FCNN used for beam prediction [5]. In Dense Layers, every
neuron is connected to every neuron in the adjacent layers. The input consists of the two
dimensional UE position, the dimensions of the input and each layer are given in brackets.

models with the training dataset of one gNB and subsequently test on the testing dataset
of the same gNB. For each input data preprocessing modality S1-S5, we test the top-1
accuracy Act1 for the initial learning rates lri = [0.2, 0.02, 0.002, 0.0002, 0.00002] and the
multistep learning rate multiplier γ = [0.5, 0.3, 0.1], based on the average of five repeated
simulations. The list of the FCNN parameters is provided in Table 4.1.

Parameters Values

Input size 2 ([S1-S5])
Label size 5

Hidden layers 3 layers, 128 nodes each
Output size 1024 (number of potential BPLs)
Activation ReLU on hidden layers

Loss function Weighted cross-entropy loss
Percentage of DgNBz for Training/Test [80%, 20%]

Learning batch size 128
Learning epochs 60

Initial learning rate lri [0.2, 0.02, 0.002, 0.0002, 0.00002]
Multistep learning rate factor γ [0.5, 0.3, 0.1]

Table 4.1: NN architecture and hyperparameters for investigating UE position preprocess-
ing.
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Based on the results without transfer learning, we choose lri = 0.002 for S1, S3 and S5,
lri = 0.02 for S2, S4, and γ = 0.3 for S1-S3. We then compare the achieved accuracies of
the input preprocessing modalities S1-S5 in transfer learning, by training the model with the
full dataset DgNBref

on a reference gNB gNBref and subsequently fine-tuning the model
with the training data of a target gNB gNBtar, using just 5 % of the dataset DgNBtar for
the fine-tuning at the target gNB. We evaluate every combination of reference and target
gNBs.

4.1.2 Convolutional Neural Network

Alternatively to using the UE position UE(x, y) as a tuple as an input for a FCNN, we
use a one-hot map of the study area, resulting in a 500 x 500 matrix filled with zeros
except at the entry (x, y), where it has the value one. The one-hot maps of each position
are generated during the training process, because generating them in advance introduces
memory constraints on the used hardware. We use this map as an input for a CNN with the
idea to exploit the capabilities of CNN in image-related tasks. Initially, we tested different
CNN architectures on the task of beam prediction, leveraging the whole dataset of one
gNB. Due to the large size of the input data in form of the 500 x 500 input picture,
we decide to use a low-complexity NN that is still able to reach a high Act1. Based on
the tries on gNB11, we choose the CNN described in Figure 4.2 and Table 4.2, further
referred to as CNN-S, as its Act1 was among the best reached results, while keeping limited
complexity in the architecture. However, the training of the CNN with the given input size
still takes considerable time, therefore in contrast to the FCNN we do not take the mean
from multiple repeated simulations.

Parameters Values

Input size (500 x 500 x 1)
Label size 5

Hidden layers 2 convolutional layers
Output size 1024 (number of potential BPLs)
Activation ReLU on hidden layers

Loss function Weighted cross-entropy loss
Percentage of DgNBz for Training/Test [80%, 20%]

Learning batch size 128
Learning epochs 10

Initial learning rate 0.002
Multistep learning rate factor γ 0.3

Table 4.2: CNN-S architecture and hyperparameters.

4.2 Transfer Learning

In this Section, the investigated parameters impacting the performance of transfer learning
are presented and discussed. In Section 4.2.1, we present our approach for evaluating the
advantage of transfer-learning compared to training a new model. In Section 4.2.2, the
NN that was used to investigate possible advantages of using larger NNs is presented. In
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Figure 4.2: Architecture of the CNN referred to as CNN-S. The input consists of the UE
position in form of the 500 x 500 one-hot map. In convolutional layers, the value F gives
the number of filters, K gives the size of the filters, and S gives the stride. The flatten
layer reduces the dimensions to fit the output layer.

Section 4.2.3, the investigation on UE position noise is introduced, and Section 4.2.4 gives
details on the investigation on the number of training labels.

4.2.1 Dataset Size

Based on the results of the hyperparameter investigation described in Section 4.1.1, we
choose the FCNN architecture and hyperparameters given in Table 4.3. We refer to this
architecture as FCNN-S. To investigate the performance of transfer learning, we consider
two scenarios for the investigated models:

• B1: In this baseline scenario we vary the percentages pd of the datasets DgNBz we
use. We train the model with the training data of one gNB and test with the testing
data of the same gNB. If not stated otherwise, we choose pd = 100 %.

• B2: In the scenario B2 we use transfer learning. We use the complete datasets
DgNBref

(pd = 100 %) split into training and test data for training on the reference
gNB gNBref , and pd = 5 % of the dataset DgNBtar of the target gNBref to fine-
tune the model on the target scenario.

We investigate the impact of the dataset size by varying the percentage pd in B1. To
evaluate the gain achieved by transfer learning, we compare the accuracies of B2 with the
accuracies of B1 with pd = 5 % on the target gNBs, i.e. using the same portion of the
dataset used for fine-tuning in B2 to train a new model.
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Parameters Values

Input size 2 (S3)
Label size 5

Hidden layers 3 layers, 128 nodes each
Output size 1024 (number of potential BPLs)
Activation ReLU on hidden layers

Loss function Weighted cross-entropy loss
Percentage of DgNBz for Training/Test [80%, 20%]

Learning batch size 128
Learning epochs 60

Initial learning rate 0.002
Multistep learning rate factor γ 0.3

Table 4.3: Parameters of the FCNN referred to as FCNN-S.

4.2.2 Neural Network Size

To investigate potential room for improvement in the beam prediction accuracy with
FCNNs, we modify the NN given in Figure 4.1 and Table 4.3 by varying the number and
size of hidden layers. Based on the Act1 results of scenario B1 with gNB 10 and gNB 25,
pd = 100 %, and B2 with (gNBref , gNBtar) combinations (8, 9) and (15, 19), we choose
the larger FCNN given in Figure 4.3 and Table 4.4, which we refer to as FCNN-L. Due to
additional hidden layers and layers with more neurons, it is able to reach higher Act1 values.
Our tests have shown no improvement by further adding hidden layers or neurons in the
hidden layers in FCNN-L. The analysis of the results obtained with FCNN-L is presented in
Section 5.1.3.

Parameters Values

Input size 2 (S3)
Label size 5

Hidden layers 8 layers, increasing number of neurons
Output size 1024 (number of potential BPLs)
Activation ReLU on hidden layers

Loss function Weighted cross-entropy loss
Percentage of DgNBz for Training/Test [80%, 20%]

Learning batch size 128
Learning epochs 60

Initial learning rate 0.002
Multistep learning rate factor γ 0.3

Table 4.4: Parameters of FCNN-L, identical to the FCNN in Table 4.3 with the exception
of the structure of hidden layers.
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Figure 4.3: Architecture of the FCNN-L. In Dense Layers, every neuron is connected to
every neuron in the adjacent layers. The input consists of the two dimensional UE position,
the dimensions of the input and each layer are given in brackets.
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4.2.3 Noise in the UE Position

We consider three scenarios where the UE position is noisy as per Equation 3.7:

• N1: Both in the complete reference DgNBref
and target DgNBtarget datasets

• N2: Both in the test data of the reference DgNBref
and target DgNBtarget datasets

• N3: As N2 and additionally in the training data of dataset DgNBtarget

The reasoning for considering N2 is that dedicated measurement equipment used for
gathering training data might have more precise positioning capabilities than the UEs.
Similarly, the positioning data of ray tracing models does not suffer from the same noise,
e.g. it is unaffected by GPS noise but depends on the accuracy of the building modelling.
As we try to reduce the costs of gathering data in new environments, the data gathered at
the target gNB might not be of the same quality as at the reference gNB. Therefore, in N3
we consider UE position noise in all the data except in the training data of the reference
gNB. For all three scenarios N1-N3, we compare the achieved top-1 and best-in-top-5
accuracies with the baseline results B2, which are obtained with a dataset not affected by
position error.

The representation of the UE position as a map in the CNN allows us to introduce
uncertainty to the input data. We built a two dimensional normal distribution according to
the assumed noise parameters given in Section 3.5. We use min-max normalization on the
resulting probability density function (pdf) and limit its tails to five values, corresponding
to five meters, in both dimensions, as the pdf values decline by over one order of magnitude
when exceeding this range. Therefore, instead of using a one-hot map for the UE position,
we centre the pdf cut-out at the UE position. We refer to this method of structuring the
input data for position uncertainty in the CNN as G1. The results of our investigation on
noisy UE position data are given in section 5.1.4

4.2.4 Number of Training Labels

The goal of the employed weighted cross-entropy function is to prioritize the selection of
the best BPL, while also promoting the selection of subsequent top-5 BPL [5]. To evaluate
the effectiveness of this approach, we compare the top-x accuracy not only for the best
BPL lk∗ , but additionally for the second to fifth best BPL, while also varying the number of
training labels Nlabel. We denote this probability of the true nth best BPL being among the
x BPLs with the highest predicted probabilities p̂k as Acn

tx. Using higher Nlabel is expected
to be particularly advantageous for Acn

tx with corresponding higher n. However, higher
Nlabel might be disadvantageous for Ac1

tx, especially for low x as the 2nd to nth best BPLs
might be predicted over the best BPL lk∗ . To investigate the impact of Nlabel we simulate
the Acn

tx for Nlabel = 1 to Nlabel = 5, with the weights shown in Table 4.5 used in the
weighted cross-entropy loss function given in equation 3.6. The weights are structured in a
descending way, with the best BPL weighted with the highest factor. Corresponding to the
maximum investigated number of training labels, we investigate Acn

tx for n = 1 to n = 5.
To adequately display the possible advantages of every combination, we consider the wider
range Acn

t1 to Acn
t10. The results of this investigation can be found in Section 5.1.5.
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Nlabel weights

1 [1.0]
2 [0.7, 0.3]
3 [0.6, 0.25, 0.15]
4 [0.5, 0.25, 0.15, 0.1]
5 [0.5, 0.2, 0.15, 0.075, 0.075]

Table 4.5: Weights employed in the weighted cross-entropy loss function given Nlabel,
according to equation 3.6. The weights of Nlabel = 5 are equal to the weights used in other
sections of this work.

4.3 Cross-Environment Generalizability

In this section, the investigated approaches towards cross-environment generalizability are
presented, starting in Section 4.3.1 with the evaluation of the accuracy at the reference
gNB after fine-tuning on different target gNBs. The approach of using EWC to retain
accuracy on the reference gNB after fine-tuning on different target gNBs is presented in
Section 4.3.2. In Section 4.3.3, we present our approach to use dataset mixing to produce
a model that achieves high accuracies at multiple gNBs simultaneously.

4.3.1 Accuracy at the Reference gNB after Fine-Tuning on Different Target gNBs

As an initial step towards cross-environment generalizability, we investigate the accuracies
of the investigated models on the reference gNB after the fine-tuning stage in B2. We
test models trained following B2 with gNBref = 14, and compare the accuracies achieved
on gNB 14 with the achieved accuracies before the fine-tuning. The results are given in
Section 5.2.1

4.3.2 Elastic Weight Consolidation

As we observe in our investigations in Section 5.2.1, introducing new training data of a task
B to an existing FCNN model trained for task A often leads to a severe loss in performance
on task A, commonly referred to as catastrophic forgetting. In our application, the fine-
tuning stage of transfer learning with data from a target gNB is task B and leads to low
beam prediction accuracies on the test data of the reference gNB, which is task A. To limit
catastrophic forgetting, elastic weight consolidation (EWC) is proposed in [50]. It tries to
estimate the importance of the tunable NN parameters for task A with the help of the
Fisher information matrix, and anchors the important parameters by applying a quadratic
penalty to the loss function. The resulting loss function for task B is given by

L(θ) = LB(θ) +
∑

i

λ

2
Fi(θi − θ∗

A,i)
2, (4.1)

where λ sets how important task A is compared to task B (with higher lambda we give more
importance to task A), Fi is the Fisher information matrix, θi are the tunable parameters,
θ∗

A,i are the tunable parameters after the training on task A, and LB(θ) is the loss for task
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B, in our case the weighted cross-entropy loss function given in Equation 3.6. Thus EWC
penalizes a larger difference (θi − θ∗

A,i) between the current parameters and the parameters
after training on task A, and assigns parameters important for task A a higher weight,
estimated by Fi. We refer to the accuracy on the test data of task A after first training on
task A followed by training on task B as AcA,B−A, and the corresponding accuracy on the
test data of task B as AcA,B−B.

One performance evaluation of EWC is in [50] on the MNIST dataset composed of
handwritten digits [60]. To validate our implementation, which we adapted from [61],
and get a baseline for the performance of EWC, we perform categorization on the MNIST
dataset using the hidden layer structure of FCNN-S, with task A being the classification
of digits between even digits and task B being the classification of digits between uneven
digits. Our investigation on the MNIST dataset has shown that adding a dropout layer
as the last hidden layer, which randomly sets input units to zero, significantly improves
the accuracy of the FCNN. Additionally, we found that reducing lri significantly increases
AcA,B−A. Therefore, we investigate a modified version of FCNN-S, which we refer to as
FCNN-SD. FCNN-SD adds a dropout layer with a dropout factor of 0.5 as the last hidden
layer to the FCNN-S and changes the initial learning rate to lri = 0.0002. To isolate
the effect of EWC, we test FCNN-SD without EWC, employing the loss function from
Equation 3.6, and with EWC, employing the loss function from Equation 4.1. We found
λ = 25 as a suitable weight.

We investigate the performance of EWC for retaining BPL prediction accuracy on the
test data of the reference gNB 14 after fine-tuning on a different target gNB following B2.
The results can be found in Section 5.2.2.

4.3.3 Dataset Mixing

Mixing datasets of multiple tasks into one training dataset is another way to avoid catas-
trophic forgetting [52]. We test the generalizability across gNBs that are included in the
mixed dataset, as well as to gNBs not included in the mixed training dataset, to investigate
the accuracy of our model on unseen scenarios. To reduce the required training time, we
used pd = 60 % of the datasets while maintaining the [80 %, 20 %] train/test split. We
included every gNB except gNB 10 and 13 into the mixed dataset used for training. We
investigated the following accuracies:

• M1: The accuracy on the test data of gNBs included in the mixed dataset

• M2: The accuracy on the test data of gNB 10 and 13, which are not included in the
mixed dataset

Additionally to FCNN-S, FCNN-L and CNN-S, we test the accuracies for the NNs FCNN-SG
and FCNN-LG, in which we add the gNB position in absolute coordinates (xgNB, ygNB)
as two additional dimensions to the input data of FCNN-S and FCNN-L. Furthermore, we
modify the input data of CNN-S such that it represents the UE position relative to the
gNB position, i.e. the one-hot map has a one at the position of S3, shifted such that the
centre of the input matrix corresponds to UE(0, 0). To be able to represent every possible
relative UE position, the input matrix has to be extended to the size 1000 x 1000. We refer
to the CNN-S with the relative input data format as CNN-SR.
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To investigate possible advantages of a mixed dataset for the reduction of the required
training data, we test the M1 accuracies of FCNN-SG and FCNN-LG using pd = 5 %, which
corresponds to the pd used in B2. The corresponding results are given in Section 5.2.3.
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Results

In this chapter, the results corresponding to the simulation setups introduced in Chapter 4
are presented and discussed. Section 5.1 contains the results of the investigations on the
performance of transfer learning. Section 5.2 presents the results on cross-environment
generalizability of the investigated models.

5.1 Transfer Learning

At the start of this section, the preliminary results regarding the initial learning rate and the
preprocessing of the UE position used as input data are presented. In the following sections,
the results of the investigation on the impact of the respective parameters are presented,
with the dataset size in Section 5.1.2, the NN size in Section 5.1.3, the UE position noise
in Section 5.1.4, and the number of training labels in Section 5.1.5.

5.1.1 Preliminary Results

The top-1 accuracy results on the NN in Table 4.1 for the training on gNB 11 and 14 are
given in Figure 5.1a and Figure 5.1b, respectively. The top-1 accuracy Act1 is plotted for
each UE position preprocessing S1-S5, given in different colours. The tested initial learning
rates lri are plotted on the x-axis, while the tested learning rate multipliers γ are given as
solid, dashed and dotted lines. As shown in Figure 5.1, all the preprocessing modalities S1-
S5 show the best accuracies either at lri = 0.02 or lri = 0.002. The two scaled UE position
preprocessing modalities S2 and S4 show a clear advantage for lri = 0.02, especially at
gNB 11, where lri = 0.02 with preprocessing modality S2 outperforms lri = 0.002 by
40 percentage points (pp). By comparing the two gNBs, we can see that lri = 0.02
performs better in comparison to lri = 0.002 at gNB 11 over all preprocessing modalities
S1-S5. A possible explanation for this is the difference in the size of the datasets DgNB11

and DgNB14 . As shown in Figure 3.8, DgNB11 is around 10 times smaller than DgNB14

and therefore only 10 % of the training batches are available. A larger initial learning rate
is necessary to reach a sufficient adaptation of the NN weights for these small datasets.
An additional observation is that the authors in [5] used lri = 0.2 for the given NN with
an unspecified γ, while the results in Figure 5.1 show a significantly worse accuracy over
all investigated UE position preprocessing modalities for lri = 0.2. This indicates that the
implementation and framework used for the FCNN can have a significant impact on the
performance. We can also see that the chosen γ is shown to have a comparably minor
impact on Act1 over all combinations, with a maximum deviation of around 6 pp.

Based on the result shown in Figure 5.1, we perform transfer learning over all possible
combinations of reference and target gNBs using the best parameters found. We choose
lri = 0.02 for preprocessing modalities S2 and S4, and lri = 0.002 for preprocessing modal-
ities S1, S3 and S5. We choose γ = 0.3 as it performs best at multiple combinations of the
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Figure 5.1: Top-1 accuracy plots on initial learning rates and γ for the FCNN-S given in
Table 4.1 on gNB11 and gNB14 without transfer learning. The lri are given on the x-axis,
the multistep learning rate multipliers γ are given with solid, dashed and dotted lines, and
the UE position preprocessing modalities S1-S5 are given in different colours.
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chosen initial learning rates and UE position preprocessing modalities. The corresponding
transfer learning top-1 accuracies Act1 are given in Figure 5.2 in the form of accuracy colour
maps. The reference gNB gNBref is given on the y-axis, and the target gNB gNBref is
given on the x-axis. In Figure 5.2a, depicting S1, we can observe a strong dependency of
Act1 on the size of the target and reference datasets DgNBtar and DgNBref

. By comparing
the combinations with low accuracy with the dataset sizes shown in Figure 3.8, we can
see that gNBs with smaller datasets achieve considerably lower Act1 values. An exception
exists for target gNBs 1 to 3, which offer good Act1 results despite a small dataset size.
The results for gNB 1 and gNB 2 can be explained by their location in the corner of the
study area, as depicted in Figure 3.3. As they are located on a straight wall, their coverage
area consists only of LOS transmission, therefore easier propagation pattern to learn for
the model. The comparatively good performance of gNB 3 on the other hand might be
explained by consulting the coverage map of gNB 3, depicted in Figure 5.3. The location
of gNB 3 in a narrow space between two buildings leads to coverage on a limited number of
narrow propagation paths. Resulting from this, there are only 25 different best BPLs lk∗ in
DgNB3 , compared to 157 at gNB22, which simplifies the beam prediction task significantly.

In comparison to S1, S3 shows a significantly improved Act1 over all combinations of
gNBtar and gNBref . Since the BPL is dependent on the AoD and AoA at UE and gNB,
respectively, representing the position of the UE relative to the gNB offers an intuitive
advantage. In LOS situations, the same relative position will result in the same lk∗ ,
independent of the position with respect to the study area. The representation in polar
coordinates in S5 shows worse results compared to S3 in our simulation. A possible reason
might be the different scales in the angular and distance components.

In our simulation, the data normalization in S2 and S4 does not offer an advantage
in transfer learning compared to S1 and S3, respectively. A possible initial explanation is
that the higher initial learning rate lri leads to a higher adjustment in the trained weights
during the initial steps of the fine-tuning, leading to a loss of previously trained information.
However, investigations using an initial learning rate lri = 0.02 during training on gNBref

and lri = 0.002 during fine-tuning on gNBtar do not show any improvement.
Given the clearly favourable performance of S3 in our preliminary simulations, we choose

it as the preprocessing modality for the further investigations on the FCNN.

5.1.2 Dataset Size

To show the general dependence of Act1 on the dataset sizes, Figure 5.4a shows Act1 for
B1 using different percentages pd of the datasets DgNBref

. It can be seen that with a fixed
gNB, using a higher percentage of the dataset pd improves the prediction accuracy Act1,
as expected. However, at one point the accuracy improvement saturates, as can be seen
e.g. for gNB 15. Reasons for the variations in the accuracy improvement between gNBs
can be found in the varying total sizes of DgNBref

, as well as the varying portions of LOS
and NLOS, shown in Figure 3.8. In LOS, there exists a direct relation between the relative
UE position S3 and the best BPL lk∗ , which is not the case for NLOS. Even though their
dataset sizes are comparatively small, gNB 1 and gNB 2 show high Act1 from pd = 40 % as
they only include LOS positions. The narrow paths covered by gNB 3, shown in Figure 5.3,
result in a high portion of NLOS and consequently lower Act1. Comparing gNB 15 and
gNB 14, gNB 15 reaches higher Act1 at pd = 40 % as the portion of LOS positions is
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Figure 5.2: Top-1 accuracies Act1 for all combinations of gNBref and gNBtar, according
to B2, with the diagonal gNBtar = gNBref corresponding to B1, using the UE position
preprocessing modalities S1-S5, with γ = 0.3, lri = 0.02 for preprocessing modalities S2
and S4, and lri = 0.002 for preprocessing modalities S1, S3 and S5.
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Figure 5.3: Coverage map of gNB3, representing the maximum RSS at each UE position as
a colour map, showing a narrow propagation path, resulting in a low number of distinctive
optimal BPLs in the dataset.

higher. For that gNB the improvement in Act1 between pd = 5 % and pd = 100 % is up
to 50 pp.

We now compare Act1 B1 with pd = 5 % and B2, therefore we compare the accuracy
obtained by using a small dataset to train a new model from scratch, and the accuracy
obtained by using the same limited amount of data to fine-tune a model trained elsewhere.
The comparison is aimed at highlighting the benefits of transfer learning. Figure 5.5 shows
the difference between Act1 of B1 with pd = 5 %, shown in Figure 5.4a, and B2, given in
Figure 5.2c. For each combination of gNBref and gNBtar in B2, the difference in Act1

to the corresponding gNBB1 = gNBtar is given in form of an accuracy difference colour
map. Values Act1 > 0 represent a performance advantage of the transfer learning in B2.
The diagonal gNBref = gNBtar show the difference in Act1 between B1 with pd = 5 %
and B1 with pd = 100 %, with positive values representing higher values for the latter. The
data points shown in Figure 5.5 are calculated based on the mean of 5 repeated simulations.

The accuracy difference colour map in Figure 5.5 shows that the choice of a suitable
gNBref is essential to extract an advantage from employing transfer learning. While most
combinations can reach a significant improvement, e.g. gNBref = 14 and gNBtar = 10
improves the Act1 by approximately 15 pp compared to B1 with gNBB1 = 10, some com-
binations perform worse with transfer learning in B2 than in B1. Most of the combinations
which show a disadvantage can be explained by a small size of DgNBref

. The average dif-
ference using gNBref = 14 over all gNBtar excluding the combination gNBtar = gNBref

is approximately 14 pp, while gNBref = 21 only reaches approximately 8 pp on average
compared to B1, following the differing sizes of DgNB14 and DgNB21 shown in Figure 3.8.
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Figure 5.4: Colour map of prediction accuracies (a) Act1 and (b) Act5 for B1, using different
percentages pd of the datasets DgNB.
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Figure 5.5: Act1 accuracy difference colour map, giving the difference between B1 with
pd = 5 % and B2 in pp, with corresponding gNBB1 = gNBtar for each combination of
gNBref and gNBtar in B2. Act1 > 0 represents AcB2

t1 > AcB1
t1 . Values on the diagonal

gNBref = gNBtar show the difference in Act1 between B1 with pd = 5 % and B1 with
pd = 100 %, with positive values representing higher values for the latter.
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However, gNBref = 25 is the only reference gNB which has a negative mean difference
across all target gNBs, with a value of -1 pp. Focussing now on the effect of the target gNBs,
the Act1 values at gNBtar = 7, gNBtar = 12 and gNBtar = 14 show comparatively low
improvement. The limited improvements at gNBtar = 7 can be explained by the location of
gNB 7, which is very close to the left edge of the study area, shown in Figure 3.3, therefore
it might present unique propagation characteristics that are hard to derive from other areas.
The low Act1 improvement at gNBtar = 12 and gNBtar = 14 can be attributed to the
good B1 performance with pd = 5 %. From the dataset sizes, NLOS portions and coverage
maps, we cannot make out a reason for the high Act1 values in B1 of gNB 14. The dataset
attributes of gNB 14 are very similar to gNB 18, and both gNBs are placed on the same
side of the large free area in the study area. The reason for the good B1 performance of
gNBtar = 14 with pd = 5 % might be a favourable random selection of the used pd = 5 %
of DgNB=14, as B1 in Figure 5.4a are based on one simulation result. The target gNBs
gNBtar = 1 and gNBtar = 2 show the highest improvements with a mean improvement
over all reference gNBs of approximately 24 pp. The high portion of LOS positions leads to
good results in fine-tuning, while the low dataset size leads to low Act1 values for B1 with
pd = 5 %. The mean improvement for Act1 over all combinations gNBref ̸= gNBtar in
B2 is approximately 11 pp.

It has to be noted that the Act1 results show considerable variance over repeated
simulations when gNBs with small dataset sizes are included, e.g. for the case gNBref =
gNBtar = 3 in Figure 5.5, corresponding to B1 with pd = 100 %, the five Act1 values
obtained from the five repeated simulations range from 28 % to 56 %, and in B2 for the
combination gNBref = 17 and gNBtar = 3, Act1 ranges from 32 % to 45 %. In contrast,
the combination gNBref = 17 and gNBtar = 14 only varies by 2 pp over the 5 repeated
simulations.

Due to the long training times of the CNN-S, we investigate the impact of the dataset
size only for the selected gNB 14. Figure 5.6a depicts the Act1 of case B1 at gNB 14 of the
FCNN-S in blue and the CNN-S in red. Both models follow a similar trend of improving Act1

with increasing pd, with the CNN-S comparatively performing better, especially at lower
pd. Figure 5.7a depicts the B2 Act1 results with fixed gNBref = 14 and variable gNBtar

spanning the x-axis, for the CNN-S in blue and the FCNN-S in red. The CNN-S has less
fluctuation in the Act1 over different gNBtar, even though the results are not calculated
as a mean of five simulations. An outlier compared to the FCNN-S lies in gNBtar = 3,
where the Act1 of the CNN-S is comparatively low. Since the dataset for gNB 3 is largely
NLOS, this might be an indication that the CNN-S has a disadvantage in NLOS conditions.
The yellow and purple bars at gNBtar = 14 = gNBref represent B1 with pd = 100 % of
the CNN and FCNN, respectively. The obtained Act1 values are in a similar range for the
CNN-S and FCNN-S.

We now focus on analysing the top-5 accuracy results, i.e. Act5. Figure 5.4b shows the
Act5 for B1 using different percentages pd of the datasets DgNBref

. As expected, compared
to the Act1 in Figure 5.4a the Act5 values are significantly higher, reaching values up to
99 % for pd = 100 %. Most effects seen for the top-1 accuracy can be observed in the Act5

values as well. An exception lies in gNB 3, which is amongst the gNB with the lowest Act1

but shows high Act5 values. As previously discussed gNB 3 has a large portion of NLOS,
but its coverage consists of narrow paths, resulting in a low number of best BPLs lk∗ , as
depicted in Figure 5.3.
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Figure 5.6: B1 prediction accuracies (a) Act1 and (b) Act5 at gNB 14 of the FCNN in blue
and the CNN in red, over different percentages pd of the datasets DgNB=14.

The accuracy colour map for Act5 of the FCNN-S in B2 setup with the diagonal
gNBref = gNBtar representing B1 with pd = 100 %, corresponding to the Act1 in
Figure 5.2c, is given in Figure 5.8. The improvement in the Act5 values observed in
B1 is also present in B2. As an example, the mean B2 Act5 of gNBref = 14 over all
gNBref is approximately 86 %, compared to Act1 being approximately 55 %. Similar to
Act1 in Figure 5.2c, the low values for gNBtar = 21, gNBtar = 25 and gNBref = 25
might be explained by the low dataset sizes, and the low values for gNBtar = 7 by its
location at the edge of the study area. The high Act5 at gNB 3, observed in Figure 5.4b
for B1, transfers to gNBtar = 3 in B2. The mean accuracy over all combinations in B2 of
Act5 is approximately 84 %, compared to 53 % for Act1.

Figure 5.9 depicts the improvement of Act5 from B1 with pd = 5 % from Figure 5.4b
to the B2 results shown in Figure 5.8 as an accuracy difference colour map. As for Act1,
reference gNBs 1,2 and 25 show the lowest increase, gNBref = 25 being the only reference
gNB with a negative mean improvement over all target gNBs, with approximately -2 pp.
As previously discussed, the Act5 of gNB 3 in B1 with pd = 5 % is already high due to
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Figure 5.7: B2 (a) Act1 and (b) Act5 with gNBref = 14 and gNBtar spanning the x-axis.
The blue bars are the accuracy results of the CNN, and the red bars depict the FCNN results.
The yellow and purple bars at gNBtar = 14 = gNBref represent B1 with pd = 100 % of
the CNN and FCNN, respectively.
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Figure 5.8: Top-5 accuracy (i.e. Act5) of FCNN-S for all combinations of gNBref and
gNBtar, according to B2, with the diagonal gNBtar = gNBref corresponding to B1

its limited number of best BPLs in the covered area. This special case leads to a negative
improvement of Act5 of approximately 6 pp over all reference gNBs for target gNB 3. The
low value of Act5 for B1 with pd = 5 % in Figure 5.4b leads to a high improvement of B2
Act5 for gNBtar = 25. We observe varying B1 results on B1 for gNB 25, with Act5 for
pd = 20 % being significantly lower than for pd = 15 %, with 56 % and 83 %, respectively,
therefore the low pd = 5 % results are likely due to a disadvantageous selection of data. In
comparison, the 5 repeated simulations in B2 for gNBref = 14 and gNBtar25 only vary
by 10 pp between 64 % and 74 %. This indicates that the selection of the data for the fine-
tuning in B2 has a lower impact than in B1, especially for small dataset sizes. The mean
improvement for Act5 over all combinations gNBref ̸= gNBtar in B2 is approximately
9 pp.

Figure 5.6b depicts Act5 of case B1 at gNB 14 for the FCNN-S in blue and the CNN-S
in red. Similar to the Act1 results, the CNN performs slightly better, the difference is more
pronounced at lower pd. The Act5 results of the CNN-S for B2 are depicted in Figure 5.7
in blue, with the FCNN-S Act5 in red as a comparison. The trends observed for the Act1

results can be observed for Act5 as well, with the CNN-S values at gnBtar = 3 being
significantly lower than the FCNN-S values.

For both accuracies Act1 and Act5 of FCNN-S, the standard deviation of the mean
accuracy per gNBtar across all gNBref , referred to as StdAc

tar, is higher than the standard
deviation of the mean accuracy per gNBref across all gNBtar, referred to as StdAc

ref . We
can also observe this in the accuracy colour maps shown in Figure 5.2c and 5.8 in form
of clearer contours between the columns compared to the contours of the rows. For the
top-1 accuracy, they are approximately StdAct1

tar = 9.8 pp and StdAct1
ref = 4.2 pp, for the

top-5 accuracy, they are approximately StdAct5
tar = 7.0 pp and StdAct5

ref = 2.9 pp. Therefore,
the impact of the target gNB on the prediction accuracy is higher than the impact of the
reference gNB. The standard deviations StdAc

tar and StdAc
ref are lower for the top-5 accuracy,

therefore the characteristics of both reference and target gNB have a lower impact on the
top-5 accuracies than on the top-1 accuracies.
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Figure 5.9: Top-5 accuracy difference colour map of FCNN-S between B1 with pd = 5 %
and B2, with corresponding gNBB1 = gNBtar. Act5 > 0 represents AcB2

t5 > AcB1
t5 .

5.1.3 Neural Network Size

By modifying the number and size of hidden layers of the FCNN-S, we can improve Act1.
The accuracy colour map for Act1 of FCNN-L is given in Figure 5.10a. The previous
observations for the FCNN-S hold, with Act1 being still dependent on the dataset size and on
the portion of NLOS positions. However, FCNN-L shows higher Act1 at most combinations.
The difference between StdAct1

tar = 11.5 pp and StdAct1
ref = 3.6 pp is higher in FCNN-L than in

FCNN-S, therefore the influence of the target gNB compared to the reference gNB on Act1

increases compared to FCNN-S. Figure 5.11a depicts the difference in Act1 from the FCNN-
S results shown in Figure 5.2c and the FCNN-L results from Figure 5.10a, with positive
values representing higher Act1 of FCNN-L. The larger NN is able to handle the complexity
stemming from the placement of gNB 7 at the edge of the study area. The highest gain in
Act1 is achieved for gNBtar = 7, with a mean improvement of approximately 24 pp across
all gNBref . The lowest improvement is achieved at gNBtar = 25. Target gNBs with a
small dataset sizes show a low improvement, with gNBtar = 2, gNBtar = 6, gNBtar = 21
and gNBtar = 23 having a mean improvement of 2 pp to 3 pp across all gNBref , while the
Act1 value of gNBtar = 21 across all gNBref improves by approximately 11 pp. The mean
improvement over all combinations gNBref and gNBtar in B2 is approximately 10 pp.

The accuracy colour map for Act5 of FCNN-L is given in Figure 5.10b. It shows a
similar distribution of low Act5 as observed in the Act1 values, with gNBtar = 3 showing
a high improvement from Act1 to Act5 as observed for the FCNN-S in Figure 5.8. The
Act5 FCNN-L improvement as an accuracy difference colour map is given in Figure 5.11b,
with positive values denoting higher accuracies for FCNN-L. The overall improvement, with
a mean of approximately 4 pp across all gNBref and gNBtar B2 combinations, is lower
than for Act1. This can be explained in part by the higher overall Act5 values, which
leave less room for improvement. However, while the mean for a given gNBref across all
gNBtar is positive for all gNBref , the mean for gNBtar = 2, gNBtar = 6, gNBtar = 21,
gNBtar = 23 and gNBtar = 25 across all gNBref in this case is negative up to -2 pp.
Therefore, the larger FCNN-L does not achieve a consistent improvement in Act5 for low
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Figure 5.10: FCNN-L top-1 accuracies Act1 (a) and top5 accuracies Act5 (b) for all com-
binations of gNBref and gNBtar, according to B2, with the diagonal gNBtar = gNBref

corresponding to B1.
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(b) Act5.

Figure 5.11: Act1 and Act5 difference colour maps between the FCNN-S results given in
Figure 5.2c and Figure 5.8, and the FCNN-L results in Figure 5.10. Positive values represent
higher accuracies of FCNN-L.

dataset size gNBtar, a possible reason being overfitting promoted by a larger NN size. For
both Act1 and Act5, the improvement achieved by the FCNN-L for the cases B2 and B1
with pd = 100 % is on a similar level, as the diagonal gNBref = gNBtar does not stand
out in the accuracy difference colour maps.

In the top-1 and top-5 accuracy difference between B2 and B1 with pd = 5 %, shown
in the accuracy difference colour maps in Figure 5.12a and 5.12b, respectively, we can
observe similar gNBtar that improve thanks to transfer learning, with top-5 improvements
being considerably lower, because the B1 Act5 results already reach values into the 90 %
range, limiting the possible improvement. For both Act1 and Act5 using gNBref = 25 in
B2 reduces the accuracy compared to B1 with pd = 5 %. The difference in improvement
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Figure 5.12: Act1 and Act5 difference colour maps of FCNN-L between B1 with pd = 5 %
and B2, with corresponding gNBB1 = gNBtar. Positive values represent AcB2

tx > AcB1
tx .

between gNBtar = 1 and gNBtar = 2 stands out in Act1 and Act5. Even though they
show very similar characteristics in dataset size and environment, as shown in Figure 3.8
and Figure 3.3, respectively, the B1 pd = 5 % mean accuracy results over 5 simulations
show a top-1 accuracy of Act1 = 73 % at gNB 1, compared to Act1 = 43 % at gNB 2. The
high B1 results at gNB 1 make gNBtar = 1 the only target gNB with a negative mean
improvement over all gNBref .

Even though the offline training nature of the investigated models, and the possibility to
build BIMs to perform offline inference, reduces the relevance, we want to briefly comment
on the training and inference times of the investigated models. Table 5.1 gives the number
of tunable parameters of the models FCNN-S, FCNN-L and CNN-S, as well as the median
training and inference time of five simulations for case B1 at gNB 14 with pd = 100 %,
resulting in 47,821 positions used in the training and 11956 used in the testing. The higher
number of tunable parameters in FCNN-L and CNN-S compared to FCNN-S leads to longer
training and inference times with a factor in the same order of magnitude. The impact on
the training time is higher than the impact on the inference time. The training time of
CNN-S is particularly large because in addition to a higher number of tunable parameters,
the transformation of the two dimensional UE position UE(x, y) to the one-hot position
map used as input data for the CNN-S is done during the training process, as otherwise
the large sizes of the position maps would introduce memory constraints. In practice, the
times are dependent on the employed hardware, however the inference times per position,
especially for FCNN-S and FCNN-L, indicate that online inference would be viable. E.g. the
inference times per position are low compared to the default SS burst periodicity of 20 ms
in 5G NR. However, given that the largest covered area in the investigated dataset contains
fewer than 65,000 UE positions, compared to 165,504 tunable parameters of FCNN-S, we
suggest the usage of BIMs in combination with the investigated models.
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Properties FCNN-S FCNN-L CNN-S

# tunable parameters 165,504 1,750,664 26,876,513
ratio of tunable parameters with

respect to FCNN-S
1 10.6 162.4

training time [s] 24.5 186 6737
training time per UE position [s] 5.1 × 10−4 3.9 × 10−3 0.141

ratio of training time with
respect to FCNN-S

1 7.6 275.0

inference time [s] 0.158 0.703 12.9
inference time per position [s] 1.3 × 10−5 5.9 × 10−5 1.1 × 10−3

inference time compared to FCNN-S 1 4.4 81.6

Table 5.1: Number of tunable parameters and median training- and inference-time of five
simulations of FCNN-S, FCNN-L and CNN-S for case B1 at gNB 14 with pd = 100 %,
resulting in 47,821 positions used in the training and 11956 positions used in the testing.

5.1.4 Noise in the UE Position

To investigate the impact of noisy UE position data, the Act1 prediction accuracy results
of the FCNN-S model with the noise scenarios N1-N3 are given in Figure 5.13, with the
accuracy colour maps of the scenarios shown on the left and the accuracy difference colour
maps to the baseline FCNN-S results shown in Figure 5.2c on the right. Higher values in
the accuracy difference maps correspond to a higher accuracy loss due to the noise N1-
N3. Comparing N1-N3, we observe very similar behaviours regarding accuracy differences
between target gNBs, however the mean loss in N1 over all B2 combinations is the lowest
with 12.0 pp compared to 12.9 pp for and 13.4 pp for N3. For N1, this results in a mean
top-1 accuracy over all B2 combinations of 40.7 %. The target gNBs gNBtar = 6 and
gNBtar = 23 show particularly high losses, with a mean over all gNBref of 20.9 pp
and 21.8 pp in N1, respectively. As shown in Figure 3.8, the dataset sizes and NLOS
portions of these gNBs are very similar to each other. The target gNB gNBtar = 3 shows
the lowest mean loss over all gNBref with 1.3 pp in N1. As previously discussed and
shown in Figure 5.3, the coverage of gNB 3 consists of narrow paths with few distinct
optimal BPLs lk∗ , leading to a lower impact of noise in the UE position. Compared to
the standard deviation of the mean accuracy per gNBtar across all gNBref without noise
StdAct1

tar = 9.8 pp, the standard deviation in N1 is only StdAct1
tar = 8.9 pp, therefore there

are lower accuracy differences between different target gNBs. Additionally, the accuracy
difference between B1 with pd = 100 % on the diagonal gNBref = gNBtar to B2 in the
accuracy colour maps in Figure 5.13 is significantly less pronounced than without noise
shown in Figure 5.2c, therefore in presence of UE position noise, the accuracy difference
between using a small target dataset to fine-tune a pre-existing model and training a new
model with a large dataset is significantly lower than without UE position noise.

The corresponding Act5 prediction accuracy results are given in Figure 5.14. As for the
Act1 results, the cases N1-N3 show a similar structure, with N1 having the lowest mean
loss over all combinations in B2 of 7.3 pp, compared to 8.9 pp and 8.6 pp for N2 and N3,
respectively. For N1, this results in a mean top-5 accuracy over all B2 combinations of
76.7 %. The Act5 loss is lower than the Act1 loss, indicating a reduced impact of UE
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(b) N1-difference.
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(c) N2.
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(d) N2-difference.
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Figure 5.13: Top-1 Act1 accuracy colour maps with noise N1-N3 of the FCNN-S on the
left, with corresponding accuracy difference colour maps with respect to the baseline of
FCNN-S, shown in Figure 5.2c, on the right. Higher values in the accuracy difference maps
correspond to a higher accuracy loss due to the noise N1-N3.



5.1. Transfer Learning 52

position noise on the top-5 accuracies. Compared to StdAct5
tar = 7.0 pp without noise, the

standard deviation in N1 is StdAct5
tar = 10.3 pp, therefore, in contrast to the Act1 results, the

target gNB has a higher impact on the top-5 accuracy with noise in the UE position. The
top-5 accuracy difference between B1 with pd = 100 % on the diagonal gNBref = gNBtar

to B2 in the accuracy colour maps in Figure 5.14 is significantly different between N1 and
N2,N3. In N1, which includes noise in the training data, B1 shows a significant Act5

advantage, while for N2 and N3 the diagonal is hardly cognizable, further indicating a
general advantage of considering noise in the training process.

Figure 5.15 depicts the Act1 of FCNN-L under noisy scenarios N1-N3. Interestingly,
the mean losses over all combinations in B2, shown in the right column of Figure 5.15, are
higher than in FCNN-S and show less difference between N1-N3. They result in 17.2 pp
for N1, 17.3 pp for N2, and 17.7 pp for N3, amounting to an average Act1 of FCNN-L
in B2 with N1 of 45.4 % compared to 40.7 % of FCNN-S. A possible explanation for the
comparatively low accuracies of FCNN-L compared to the scenario without noise is that
the effect of possible overfitting of the FCNN-L on the position data is increased by noise.
Another factor might be the existence of a natural limit in achievable accuracy in the
presence of noise. As was observed for FCNN-L without noise in Figure 5.10a, the accuracy
for gNBtar = 7, with gNB 7 being located at the edge of the study area, is significantly
improved compared to FCNN-S. Similar to the FCNN-S, StdAct1

tar = 10.9 pp in N1 is slightly
lower than StdAct1

tar = 11.5 pp without noise. The difference between Act1 on the diagonal
representing B1 with pd = 100 % and B2 is only observable for N1, as was observed for the
top-5 accuracy with FCNN-S.

Figure 5.16 shows the Act5 of FCNN-L in the presence of UE position noise N1-N3
corresponding to Figure 5.14 for FCNN-S, with the resulting top-5 accuracies in the left
column. As for Act1, the diagonal is also clearly cognizable in the N1 Act5 colour map
in Figure 5.16a. In contrast to the previously discussed cases, we observe a discernible
difference in the mean losses, shown in the right column of Figure 5.16, between the
cases which include noise in the training process N1 and N3, with respect to N2, which
features the UE position noise only in the test data. The mean Act5 losses in B2 of N1
and N3 are 9.5 pp and 9.9 pp, respectively, while N2 shows a mean loss of 11.7 pp. Thus,
including noise modulation in the training data offers a notable advantage. Due to the
lower B2 losses together with the effects pertaining to the B1 scenario on the diagonal,
i.e. gNBref = gNBtar, we can observe higher top-5 accuracies for B2 than for B1 with
pd = 100 % uniquely in the N3 Act5 colour map shown in Figure 5.16e. In this scenario,
the fine-tuning data in B2 include noise, while the training data in B1 does not. The mean
top-5 accuracy over all the transfer combinations of FCNN-L in N1, shown in Figure 5.16a,
results in 78.1 %, compared to 76.7 % in FCNN-S shown in Figure 5.14a. Similar to the
FCNN-S, the impact of the target gNB on the top-5 accuracy is higher in N1 than in the
case without noise, resulting in StdAct5

tar = 12.8 pp in N1 compared to StdAct5
tar = 8.2 pp in

the noise free scenario. In both FCNN-S and FCNN-L, and for both the top-1 and top-5
accuracies, the N1 scenario, which included UE position noise in all datasets, has shown the
least losses in B2. Therefore, it is advisable to consider noise in all stages, even if noise-free
data is available for training the models.

Figure 5.17 shows a comparison between the top-1 and top-5 accuracy results for B2
with gNBref = 14 of the CNN-S without UE position noise, using a one-hot map for
the UE position and G1, in blue and orange, respectively. The corresponding accuracy
results for the noisy scenario N1 are given in yellow and purple, respectively. The case
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Figure 5.14: Top-5 Act5 accuracy colour maps with noise N1-N3 of the FCNN-S on the
left, with corresponding accuracy difference colour maps with respect to the baseline of
FCNN-S, shown in Figure 5.8, on the right. Higher values in the accuracy difference maps
correspond to a higher accuracy loss due to the noise N1-N3.



5.1. Transfer Learning 54

target	gNB
5 10 15 20 25

re
fe
re
n
c
e
	g
N
B

5

10

15

20

25

0

20

40

60

80

100

to
p
-1
	t
e
s
t	
a
c
c
u
ra
c
y
	[
%
]

(a) N1.

target	gNB
5 10 15 20 25

re
fe
re
n
c
e
	g
N
B

5

10

15

20

25

-30

-20

-10

0

10

20

30

40

50

to
p
-1
	t
e
s
t	
a
c
c
u
ra
c
y
	d
if
fe
re
n
c
e
	[
p
p
]

(b) N1-difference.

target	gNB
5 10 15 20 25

re
fe
re
n
c
e
	g
N
B

5

10

15

20

25

0

20

40

60

80

100

to
p
-1
	t
e
s
t	
a
c
c
u
ra
c
y
	[
%
]

(c) N2.

target	gNB
5 10 15 20 25

re
fe
re
n
c
e
	g
N
B

5

10

15

20

25

-30

-20

-10

0

10

20

30

40

50

to
p
-1
	t
e
s
t	
a
c
c
u
ra
c
y
	d
if
fe
re
n
c
e
	[
p
p
]

(d) N2-difference.

target	gNB
5 10 15 20 25

re
fe
re
n
c
e
	g
N
B

5

10

15

20

25

0

20

40

60

80

100

to
p
-1
	t
e
s
t	
a
c
c
u
ra
c
y
	[
%
]

(e) N3.

target	gNB
5 10 15 20 25

re
fe
re
n
c
e
	g
N
B

5

10

15

20

25

-30

-20

-10

0

10

20

30

40

50

to
p
-1
	t
e
s
t	
a
c
c
u
ra
c
y
	d
if
fe
re
n
c
e
	[
p
p
]

(f) N3-difference.

Figure 5.15: Top-1 Act1 accuracy colour maps with noise N1-N3 of the FCNN-L on the
left, with corresponding accuracy difference colour maps with respect to the baseline of
FCNN-L, shown in Figure 5.10a, on the right. Higher values in the accuracy difference
maps correspond to a higher accuracy loss due to the noise N1-N3.
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Figure 5.16: Top-5 Act5 accuracy colour maps with noise N1-N3 of the FCNN-L on the
left, with corresponding accuracy difference colour maps with respect to the baseline of
FCNN-L, shown in Figure 5.10b, on the right. Higher values in the accuracy difference
maps correspond to a higher accuracy loss due to the noise N1-N3.
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gNBref = gNBtar = 14 represents B1 with pd = 100 %. We observe that employing G1
as an input format has only a very limited impact on the achieved accuracies, with and
without the presence of noise. The results stem from one random selection of the used
dataset portions, therefore the generalizations of the results should be done with caution.
The mean difference across all target gNBs of G1 compared to the one-hot map has an
absolute value below 1 pp. Nevertheless, the comparably low accuracies of the G1 input
format at gNBtar = 3 stands out, as it is present without noise and in N1. Some target
gNBs, such as gNBtar = 25 which has the smallest dataset size among all gNBs, show
an advantage for G1, however other gNBs with small dataset sizes do not confirm that
observation as an overall trend. The mean N1 loss of the CNN induced by noisy position
data is approximately 18 pp for the top-1 accuracy and 15 pp for the top-5 accuracy, resulting
in significantly lower mean accuracies compared to FCNN-S and FCNN-L, with Act1 ≈ 37 %
and Act5 ≈ 66 %.

5.1.5 Number of Training Labels

We now investigate the impact of the number of training labels on the model’s ability to
prioritize the selection of the best BPL, while also predicting subsequent top BPLs. The
Acn

tx results of the scenario B2 with gNBref = 14 and gNBtar = 10 using FCNN-S are
given on the y-axis in Figure 5.18 for n = 1 to n = 5 best BPL in (a) to (e). The number of
labels in every dataset entry line Nlabel is given in different colours. The values on the x-axis
denote the x in the top-x accuracy Acn

tx. The target gNB gNBtar = 10 represents a gNB
with a large dataset size and a good transfer learning performance in previous investigations.
The results are calculated as the mean of five repeated and therefore separately trained
FCNN-S models for each Nlabel, and thus five different random selections of the portion of
the datasets used for training and testing. As shown in Figure 5.18a, the top-x accuracy
for the best BPL lk∗ is similar for different Nlabel values, in fact the difference at the top-1
value is approximately 7 pp. While the lowest top-1 value belongs to Nlabel = 5, possibly
indicating a disadvantage of using more training labels to predict the best BPL, the highest
value belongs to Nlabel = 2. As there is no continuous trend dependent on the number
of labels, the observed differences are most likely due to variations in the accuracy caused
by the random selection of the used dataset portions, as the highest variation in the top-
1 results among the five trained FCNN-S models is around 7 pp. Similarly, the variation
between top-x accuracies at higher x is low in Figure 5.18a, the difference between the
top-10 accuracies Ac1

t10 being under 2 pp. Regarding the top-1 accuracies of the second
best BPL Ac2

tx, depicted in Figure 5.18b, we can observe very limited variation between the
Nlabel. Regarding the top-x accuracies with x ≥ 2, we can observe that using Nlabel ≥ 2
significantly improves the accuracy. The effect is slightly increasing with x, ranging from
approximately 19 pp for the top-2 accuracies to 22 pp for the top-10 accuracies. This trend
continues for Ac3

tx to Ac5
tx in the Figures 5.18c - 5.18e. In these cases, the Acn

tx values
for x < n are similar, while for x > n using Nlabel ≥ n significantly improves the accuracy
results. Even for Nlabel ≤ n, increasing the number of labels Nlabel increases the accuracy
for x > n, e.g. the Ac3

t5 of Nlabel = 1 is approximately 25 % compared to 39 % using
Nlabel = 2 and 59 % with Nlabel ≥ n = 3. Regarding the results Ac5

tx for Nlabel = 5, we
observe that it offers a noticeable advantage at x = 4 ≤ n of around 5 pp. Contrary to the
other weights given in Table 4.5, which are descending with an increase in n, the weights
for n = 4 and n = 5 are equal for Nlabel = 5. An unexpected observation is that the
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Figure 5.17: CNN-S B2 Act1 and Act5 with gNBref = 14 and gNBtar given on the x-axis.
The results at gNBref = gNBtar = 14 represent B1 with pd = 100 %. The blue and
orange bars show the results without UE position noise, using a one-hot map and G1 as
input, respectively. The yellow and purple bars show the corresponding results with N1 as
UE position noise.
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Ac5
tx values using Nlabel = 5 are lower than the Ac4

tx values, even though the weights of
the fourth and the fifth best beam in the cross-entropy loss function are equal. A possible
explanation is that the effects that improve the accuracy for higher Nlabel in cases with
x ≥ n > Nlabel are more advantageous for lower n. Such effects might originate in the
clustered nature of the BPL RSS shown in Figure 3.7. With small deviations between the
learned relation of UE positions and the top-n BPLs and the actual top-n BPLs at these
positions, the predicted best BPL might still be included in the cluster of good performing
BPLs around lk∗ .

The Acn
tx results of the scenario B2 with gNBref = 14 and gNBtar = 6 using FCNN-

S, representing a target gNB with a low dataset size and low performance in the previous
investigations, are shown in Figure 5.19. We observe the same trends as for gNBtar =
10 in Figure 5.18, with Nlabel = 2 having the highest Ac1

t1 accuracy and Nlabel = 5
having the lowest. This may indicate that the chosen weights of Nlabel = 2 offer an
advantage, however the difference of approximately 10 pp, compared to variations of up
to 20 pp across the results of the five random selections of the dataset portions, does not
allow conclusions. As previously observed, the accuracies of gNBtar = 6 are overall lower
compared to gNBtar = 10, however the difference varies across n and x, e.g. the difference
of Nlabel = 5 at Ac5

t5 is approximately 2 pp compared to 9 pp at Ac5
t10 and Ac1

t5.
The Acn

tx results for gNBtar = 10 including noise according to N1 in Figure 5.20 show
the same trends as observed in Figure 5.18 without noise, with the expected lower overall
results. The Ac1

t1 results in Figure 5.20a show the highest value for Nlabel = 5, further
reinforcing that the previously observed lower accuracies were due to the random selections
of dataset portions.

Across the Figures 5.18 - 5.20 we observe a saturation of the Ac1
tx values with an

increase in x, while the saturation for higher n is setting in at higher x. We observe a
significant percentage of the predicted best BPL being the actual second best BPL across
all Nlabel, with Ac2

t1 of approximately 8 % to 12 %. In addition to the top-1 accuracy Ac1
t1

widely used as a metric in this work, a significant percentage of the predictions failing to
match lk∗ predict the second best BPL instead. The Acn

t1 for n > 2 are around 2 %.

5.2 Cross-Environment Generalizability

Besides reducing the required training data from new gNB locations, it is desirable to find
a model that can effectively perform beam prediction at multiple locations, eliminating the
need to handle dedicated models for each location. As an initial step towards a generalized
model, Section 5.2.1 investigates the beam prediction accuracy on the reference gNB after
the fine-tuning stage in different target gNBs. In Section 5.2.2, the performance of EWC
on retaining prediction accuracy on the reference gNB after fine-tuning on a target gNB is
evaluated. In Section 5.2.3, the accuracies achieved by employing mixed training datasets,
containing training data from multiple gNBs, are investigated.

5.2.1 Accuracy at the Reference gNB after Fine-Tuning on Different Target gNBs

Figure 5.21 shows the top-1 and top-5 BPL prediction accuracies on the test data of
gNBref = 14 after the fine-tuning stage of B2 on the target gNBs given on the x-axis,
using CNN-S, FCNN-S and FCNN-L, in blue, orange and yellow, respectively. The values
for gNB = 14 = gNBref give the accuracies achieved on gNB 14 before the fine-tuning on
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Figure 5.18: Top-x accuracies from the best BPL in (a) to the fifth best BPL in (e) using
scenario B2 with gNBref = 14 and gNBtar = 10 on FCNN-S. The values on the x-axis
denote the x in the top-x accuracy Acn

tx, and the number of labels Nlabel used in the
weighted cross-entropy loss function is given in different colours.
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Figure 5.19: Top-x accuracies from the best BPL in (a) to the fifth best BPL in (e) using
scenario B2 with gNBref = 14 and gNBtar = 6 on FCNN-S. The values on the x-axis
denote the x in the top-x accuracy Acn

tx, and the number of labels Nlabel used in the
weighted cross-entropy loss function is given in different colours.
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Figure 5.20: Top-x accuracies from the best BPL in (a) to the fifth best BPL in (e) using
scenario B2 with gNBref = 14 and gNBtar = 10, and noise according to N1 on FCNN-S.
The values on the x-axis denote the x in the top-x accuracy Acn

tx, and the number of labels
Nlabel used in the weighted cross-entropy loss function is given in different colours.
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a target gNB, which is equivalent to B1 with pd = 100 %. We observe significantly higher
values on the reference gNB after training on the target gNBs for the CNN-S compared to
FCNN-S and FCNN-L for most target gNBs in the top-1 accuracies, and for all target gNBs
in the top-5 accuracies. However, the differences in the achieved accuracies after fine-tuning
compared to the values before fine-tuning range from under 1 pp for fine-tuning at gNB 1,
to 75 pp for the top-1 accuracy for gNB 13. A reason for the higher values of the CNN-S
might be found in its higher number of tunable parameters and the property of neurons
being only connected to the limited number of neurons in their filter window and thus only
being influenced by a small local area of the input space, leading to a limited impact of the
new training data on the previously trained weights. The differences between the target
gNBs might be explained by the different dataset sizes of the target gNBs. Additionally, due
to the filter windows of the CNN, the portion of shared UE positions between gNBref = 14
and the target gNB might have an impact. Therefore, in addition to the total dataset sizes
given in Figure 3.8, Figure 5.22 gives the ratio of the dataset sizes with respect to the
dataset size of the considered reference gNB 14, as well as the portion of the gNB 14
UE positions that are included in the datasets of the gNB on the x-axis in blue and red,
respectively. Note that the shown values represent pd = 100 %, the training sets used for
fine-tuning are composed of 5 % randomly selected from this data. The central position
and large coverage area of gNB 14, shown in Figure 3.6, lead to a close relation between
the dataset size and the portion of gNB 14 positions included in other datasets. We can
observe a clear inverse relationship between dataset sizes along with the portions of gNB 14
positions included in the other datasets and the accuracies of CNN-S, e.g by comparing the
accuracies in Figure 5.21 obtained by gNB 9 and 21 that have opposite dataset sizes and
portions of gNB 14 positions in their datasets. Comparing gNB 3 and gNB 11, we observe
that with nearly the same dataset size, being 10.7 % and 10.3 % of the dataset size of gNB
14, respectively, the accuracies of gNB 3 are significantly lower than those of gNB 11, with
Act1 = 60.2 % and Act5 = 91.1 % after fine-tuning on gNB 3 compared to Act1 = 84.7 %
and Act5 = 99.3 % after fine-tuning on gNB 11. Given the portions of gNB 14 positions of
9.7 % at gNB 3 and 0 % at gNB 11, this indicates that the portion of overlapping positions
is a deciding factor. By comparing gNBs with nearly identical portions of gNB 14 positions,
such as gNB 8 and gNB 10 with 69.4 % and 69.6 %, respectively, and differing dataset sizes
of 77.0 % and 83.0 % compared to the dataset size of gNB 14, respectively, we observe
only minor differences in the accuracies, with Act1 = 21.7 % and Act5 = 58.5 % after
fine-tuning on gNB 8 compared to Act1 = 22.0 % and Act5 = 55.6 % after fine-tuning on
gNB 10. Comparing gNB 12 and 24 with dataset sizes of 18.4 % and 19.6 % compared
to the dataset size of gNB 14, respectively, and portions of gNB 14 positions of 16.6 %
at gNB 12 and 9.6 % at gNB 24, we observe that a higher portion of gNB 14 positions
leads to lower accuracies, even though the dataset size of gNB 12 is lower. The resulting
accuracies are Act1 = 57.2 % and Act5 = 89.0 % after fine-tuning on gNB 12, and to
Act1 = 66.6 % and Act5 = 92.8 % after fine-tuning on gNB 24. We cannot observe this
relationship between the dataset sizes or gNB 14 positions portions and the accuracies of
the FCNN-S and FCNN-L, with gNB 18 showing one of the highest accuracies and gNB
13 one of the lowest. While FCNN-L show slightly higher accuracies compared to FCNN-S
for most gNBs, there are several exceptions across gNBs with varying dataset properties,
therefore we cannot assert a trend. Given the number of model parameters, as they are
given in Table 5.1, is considerably higher in FCNN-L than in FCNN-S, an increase in model
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Figure 5.21: Beam prediction accuracy Act1 and Act5 on the reference gNB after the
fine-tuning stage in B2 with gNBref = 14 for varying gNBtar. The results at gNBref =
gNBtar = 14 represent B1 with pd = 100 %, thus the difference to the results at gNBtar =
14 can be seen as accuracy lost on the reference gNB by fine-tuning on the respective
gNBtar. The results for FCNN-S are shown in blue, the orange and yellow bars show the
results of FCNN-L and CNN-S, respectively.

size on its own does not increase the accuracy at the reference gNB after fine-tuning.
Therefore, the better accuracies of the CNN-S are largely due to its structure.

The results open the question whether, using CNN-S, target gNBs that have disjunct
UE positions in their datasets compared to the reference gNB profit from transfer learning,
or whether the results for these gNBs in Figure 5.7 are a consequence of good accuracies
in B1 with pd = 5 %. In Figure 5.6, we only investigated the pd dependent B1 prediction
accuracies of gNB 14, which we use as gNBref . Therefore, we performed an additional
test on gNB 1, which covers 0 % of the UE positions included in the dataset of gNB 14,
using B1 with pd = 5 % on the CNN-S. The results confirm that the accuracy does improve
even for gNBs with non-overlapping UE positions, as the mean of five simulations resulted
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Figure 5.22: Dataset sizes and portion of UE positions included in the dataset in relation
to gNB 14, in blue and orange, respectively.

in approximately Act1 = 4 % and Act5 = 19 %, compared to Act1 = 55 % and Act5 = 86 %
in the B2 results with gNBref = 14 shown in Figure 5.7.

5.2.2 Elastic Weight Consolidation

We now investigate EWC as an approach to handle the accuracy loss observed on the
reference gNB after fine-tuning on the target gNB. Figure 5.23 shows the top-1 and top-5
accuracies on FCNN-SD after B2 with gNBref = 14 on the test data of the reference
gNB and the target gNB in blue and orange, respectively. The corresponding accuracies for
employing EWC in the fine-tuning step are shown in yellow and purple, respectively. The
values shown in the bar-graph for gNB 14 represent B1 with pd = 100 %. We can observe
in Figure 5.23a that the EWC is able to balance the Ac14,t−14

t1 and Ac14,t−t
t1 accuracies at

a number of gNBs. Comparing with the dataset sizes in Figure 3.8 we observe that on
gNBs with small datasets, the Ac14,t−t

t1 values are very small compared to the Ac14,t−14
t1 ,

thus the EWC with the chosen parameters is too restrictive with very small datasets.
While employing EWC achieves the goal of Ac14,t−14

t1 ≈ Ac14,t−t
t1 on target gNB with large

datasets, the accuracies on the target gNB are significantly lower than without employing
EWC, with the smallest difference on gNB 27 being 7 pp. The difference of Ac14,t−14

t1

compared to the accuracy before the fine-tuning on other gNBs is even more significant,
with over 50 pp for any gNB at which the difference between Ac14,t−14

t1 and Ac14,t−t
t1 is

smaller than 10 pp. The top-5 accuracies in Figure 5.23b show a similar trend, with a
higher accuracy loss between Ac14,t−t

t5 on target gNBs with large dataset sizes, the lowest
being 13 pp at gNB 27.

The loss in memory on old beam prediction tasks is high compared to our tests with
FCNN-SD on the MNIST dataset, identifying even and uneven digits in tasks A and B,
respectively. Using EWC, we achieved accuracies of 83 % on task A and 85 % on task B
after retraining a model trained on data of task A with data of task B, compared to 37 %
on task A and 93 % on task B without employing EWC. The accuracies after training
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both tasks on their own training data separately amount to 95 %. One explanation for
the better performance of EWC on the MNIST dataset can be found by observing the
model parameters after training on the different tasks. Figure 5.24 shows the cumulative
distribution functions (CDFs) of the biases of the second hidden layer after training on
the gNBs 10, 14 and 19 following B1 with pd = 100 % (a) in blue, orange and yellow,
respectively, and after training separately on task A and task B on the MNIST dataset in
(b), in blue and orange, respectively. We observe that the CDFs of the biases in 5.24b
are nearly identical, while the CDFs of the biases on the beam prediction at the different
gNBs show considerable deviations. Therefore, we can conclude that this lower difference
between the optimal parameters of task A and task B is beneficial for retaining accuracy on
task A while retraining the model on task B. The more complicated task of beam prediction
on two different gNBs might result in a saturation of the NN. However, even with the larger
difference between the optimal parameters, EWC on FCNN-SD is able to balance Ac14,t−14

t1

and Ac14,t−t
t1 for target gNBs with sufficiently large dataset sizes. A larger NN with more

tunable parameters might be able to achieve higher accuracies with EWC.

5.2.3 Dataset Mixing

To conclude, we investigate the achievable accuracies of a model performing beam predic-
tion on multiple gNBs simultaneously by mixing the training datasets of multiple gNBs to
train the model. The top-1 and top-5 accuracy results of FCNN-S and FCNN-SG using
the mixed dataset, including pd = 60 % of all gNBs except gNB 10 and 13, are shown
in Figure 5.25. We observe significantly higher top-1 and top-5 accuracies of FCNN-SG
compared to FCNN-S over all gNBs in M1, with a mean top-1 accuracy across all gNBs in
M1 of approximately 35 % and 66 % for FCNN-S and FCNN-SG, respectively, and a top-5
accuracy of approximately 67 % and 93 % for FCNN-S and FCNN-SG, respectively. The
addition of the gNB position allows the FCNN to differentiate between the gNBs included
in the mixed dataset, however the results for M2 show that this improvement does not
hold for gNBs not included in the mixed dataset. The gNB position only functions as an
identifier for the gNBs that are included in the training dataset, and the NN does not seem
to be able to learn a relation between the position in the study area and optimal BPL
otherwise. To test this hypothesis, we replaced the gNB position in the input data with the
index of the gNB. The resulting accuracies were very similar to the accuracies of FCNN-SG,
with deviations expected from the random selection of dataset portions, thus confirming
that the gNB only functions as an index of the gNBs included in M1. The accuracies of
FCNN-S on M2 follow a similar trend to some of the gNBs in M1 with the lower accuracies.
Since FCNN-S has no way of differentiating between gNB, a possible factor for the differing
accuracies inside M1 can be found in the dataset sizes, and therefore the portion of the
mixed training dataset. By comparing with Figure 3.8, we can observe that gNBs with large
datasets cannot be found amongst the gNBs with the lowest accuracies. Additionally, we
observe that the portion of LOS has a significant impact on the top-1 accuracies. While the
dataset sizes of gNB 1 and 2 are among the smallest, they achieve high top-1 accuracies
as they consist only of LOS data. The top-1 accuracy of gNB 23 is higher than that of
gNB 24, as it has a higher portion of LOS data, even though it has a smaller dataset size.
The differing M2 results on gNB 10 and 13 might also be explained by the larger portion
of LOS data in the dataset of gNB 13.
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Figure 5.23: Top-1 and top-5 accuracies on FCNN-SD after B2 with gNBref = 14 on the
test data of the reference gNB and the target gNB in blue and orange, respectively. The
corresponding accuracies for employing EWC in the fine-tuning step are shown in yellow
and purple, respectively. The values at gNB 14 represent B1 with pd = 100 %.

The corresponding results for FCNN-L and FCNN-LG shown in Figure 5.26 show similar
results as observed in Figure 5.25, but with overall higher accuracies achieved in M1, with a
mean top-1 accuracy across all gNB in M1 of approximately 39 % and 80 % for FCNN-L and
FCNN-LG, respectively, and a top-5 accuracy of approximately 75 % and 98 % for FCNN-L
and FCNN-LG, respectively. The difference in the M2 accuracies of FCNN-L and FCNN-LG,
shown in Figure 5.26 in yellow and purple, respectively, with respect to the corresponding
M1 and M2 accuracies for FCNN-S and FCNN-SG, shown in Figure 5.25, is smaller than
1 pp.

The results for CNN-S and CNN-SR in Figure 5.27 show no general advantage of either
CNN in M1. Comparing with the dataset sizes in Figure 3.8, CNN-SR achieves higher
accuracies on gNB with larger datasets. The good performance of CNN-S on gNB with
large datasets can be explained by the fact that small datasets are more likely to include
unique UE positions, thus the filter weights of the respective regions of the input data map
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Figure 5.24: CDFs of the biases of the second hidden layer of FCNN-SD after B1 with
pd = 100 % on gNB 10, 14 and 19 are shown in (a) in blue, yellow and orange, respectively.
The CDFs of the biases of the second layer of FCNN-SD after training on task A and task
B of the MNIST dataset are shown in (b) in blue and orange, respectively.

are only influenced by data from their training datasets. The location of gNB 1 and 2 at the
bottom left corner of the study area, partitioned from the rest of the area by the building
of the main station, shown in Figure 3.3, leads to their covered UE positions only being
included in their datasets. On the other hand, gNBs such as 8, 9, 13 and 18 have large
datasets because they are located at the edge of the large open area and therefore share
many UE positions, as can be seen by the portion of gNB positions shared with gNB 14
shown in Figure 5.22. As CNN-SR consists of a relative position centred on the centre of
the input matrix, there is significantly more overlap between the input matrices. Therefore,
gNBs with higher dataset sizes achieve higher accuracies than gNBs with lower dataset
sizes, as they provide a larger portion of the total training data. Additionally, a larger LOS
portion results in higher accuracies. The mean top-1 accuracy across all gNBs in M1 is
approximately 21 % and 38 % for CNN-S and CNN-SR, respectively, and the mean top-5
accuracy is approximately 54 % and 73 % for CNN-S and CNN-SR, respectively.

In Figure 5.28, the M1 accuracies of FCNN-SG in orange and FCNN-LG in purple, using
pd = 5 % with all gNBs included in the mixed dataset, are compared with the B2 accuracies
with gNBref = 14 of FCNN-S in blue and FCNN-L in yellow. Since gNB 14 is the reference
gNB, the FCNN-S and FCNN-L shown in the bar-graph for gNB 14 are the B1 accuracies
with pd = 100 %. We can observe significantly lower accuracies of the M1 of FCNN-SG
compared to B2 of FCNN-S at several gNBs with small dataset sizes, e.g. gNB 1, 2, 21
and 25. At gNBs with high dataset sizes the accuracies are comparable. The location of
gNB 7 at the edge of the study area, causing low accuracies of B2 with FCNN-S, does not
negatively impact the M1 accuracies of FCNN-SG. The mean top-1 and top-5 accuracies
of B2 of FCNN-S are approximately 6.0 pp and 5.1 pp higher than for M1 of FCNN-SG,
respectively. The M1 accuracies of FCNN-LG closely match the B2 accuracies of FCNN-
S, with notable outliers in the top-1 accuracies of gNB 3 and the accuracies of gNB 25.
The mean differences between the top-1 and top-5 accuracies of FCNN-LG and FCNN-L,
in scenarios M1 and B2, respectively, are below 1 pp, thus using multiple small datasets
of different gNBs to construct a mixed training dataset can achieve similar accuracies as
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Figure 5.25: M1 and M2 top-1 (a) and top-5 (b) accuracies of FCNN-S in blue and yellow,
respectively. The corresponding M1 and M2 accuracies of FCNN-SG are shown in orange
and purple, respectively. The mixed dataset contains every gNB except gNB 10 and 13,
with pd = 60 %.

transfer learning with a large dataset as the reference, as long as we us a large enough
NN. However, the accuracies of NN trained with mixed datasets might deteriorate at some
point when more gNBs are added to the mixed training set.
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Figure 5.26: M1 and M2 top-1 and top-5 accuracies of FCNN-L in blue and yellow,
respectively. The corresponding M1 and M2 accuracies of FCNN-LG are shown in orange
and purple, respectively. The mixed dataset contains every gNB except gNB 10 and 13,
with pd = 60 %.
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Figure 5.27: M1 and M2 top-1 and top-5 accuracies of CNN-S in blue and yellow,
respectively. The corresponding M1 and M2 accuracies of CNN-SR are shown in orange
and purple, respectively. The mixed dataset contains every gNB except gNB 10 and 13,
with pd = 60 %.
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Figure 5.28: M1 accuracies of FCNN-SG in orange and FCNN-LG in purple. The B2
accuracies using gNBref = 14 of FCNN-S and FCNN-L are shown in blue and yellow,
respectively, with gNB 14 being the B1 accuracy with pd = 100 %.
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Conclusion and Future Work

This thesis presented an extensive investigation into the cross-environment performance
of position-aided SL strategies for beam prediction in mmWave networks. The investiga-
tions were performed on data obtained by the commercial ray-tracing simulator Wireless
InSite [57] for 27 gNBs in a 28 GHz downlink cellular MIMO network in a study area near the
main station in Frankfurt, Germany, representing an urban-dense environment. Subsets of
the datasets containing the BPLs, ordered by their RSS for each UE position, were used to
train NN models, and their performance was evaluated based on the achieved accuracies of
predicting the best BPL, as well as subsequent top BPLs. Transfer learning was shown in [5]
to be a promising technique to reduce the required training data for new gNB locations.
This thesis provides an in-depth analysis of the impact of the factors dataset size, NN size,
noise in the position data, and the number of training labels on the performance of transfer
learning. To achieve cross-environment generalizability of one NN model across multiple
gNB locations simultaneously, the performance of EWC as a technique to preserve the
performance on the reference gNB after fine-tuning in transfer learning was investigated.
As a further approach to cross-environment generalizability, dataset mixing was proposed
and analysed.

The results of the investigated FCNN, inspired by the FCNN proposed in [5], show a
clear performance advantage of transfer learning compared to the training of a new model
with the same limited dataset size as used for fine-tuning, with a mean improvement of the
top-1 accuracy of approximately 11 pp. While a reference gNB with a sufficient dataset size
is required to achieve good performances, the dataset size and LOS portion of the target
gNB has the dominant impact on the achieved improvement in top-1 accuracies, resulting
in a mean of up to 24 pp across all considered reference gNBs for target gNBs that feature
small dataset sizes with high LOS portions. The FCNN achieves a mean top-1 accuracy
across all considered reference and target gNB combinations of 53 % and a mean top-5
accuracy of 84 %. Employing the considered CNN results in lower variation between target
gNBs, while achieving similar mean accuracies across all target gNBs. Increasing the size of
the FCNN achieves a mean improvement of approximately 10 pp in the top-1 accuracy and
4 pp in the top-5 accuracies, however the larger FCNN shows signs of overfitting on target
gNBs with small dataset sizes, achieving a lower improvement on these target gNBs. Noise
in the UE position data affects the top-1 accuracies more than the top-5 accuracies, and the
noise induced losses increase with the size of the NN, with the larger FCNN still achieving
the highest accuracies. Considering noise in all training stages of the NNs shows a slight
performance advantage across top-1 and top-5 accuracies in both FCNNs. Using multiple
of the top BPLs as training labels has no negative impact on the prediction accuracy of the
best BPL, while promoting the selection of subsequent top BPLs.

The investigations on cross-environment generalizability have shown severe catastrophic
forgetting on the reference gNB after transfer learning for the considered FCNNs. The
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effect on the CNN is significantly reduced for target gNBs that have low portions of the UE
positions included in the dataset of the reference gNB. EWC is able to balance the beam
prediction accuracies on reference and target gNBs after transfer learning on target gNBs
with sufficient dataset sizes, however the loss in accuracy is significant, especially on the
reference gNB, amounting to values over 50 pp. Dataset mixing shows promising results on
producing a model that is able to perform beam prediction on multiple gNBs simultaneously.
Employing dataset mixing, including the same limited portions of the datasets as used for
the fine-tuning in transfer learning, the larger FCNN is able to achieve approximately the
same mean accuracy across all considered gNBs with a single model, as transfer learning
achieves with models separately fine-tuned for each target gNB.

Based on the presented results, there are multiple promising directions for future work.
The results for small fine-tuning datasets have shown considerable variations between
multiple repeated simulations. To achieve consistently high performance, the compositions
of UE positions included in the training set that produce high accuracies have to be inves-
tigated. The performance of transfer learning on larger FCNNs may be further improved
by employing techniques to limit overfitting, such as regularization and dropout. EWC
might be more successful in retaining the performance on reference and target gNBs when
employed in combination with larger NNs. Furthermore, it remains to be seen whether
UE position noise induces the same total loss in beam prediction accuracy in models
which employ EWC or dataset mixing. While dataset mixing achieves high accuracies on
gNBs included in the training data, further research on approaches that achieve acceptable
accuracies on unseen gNBs is needed. Finally, the achieved beam prediction accuracy results
have to be assessed in the context of a more holistic view on the network, e.g. by examining
the spectral efficiency achieved by the predicted beams, and assessing the overhead of beam
prediction with respect to the achieved improvements in reactiveness and reduced overhead
from beam sweeping.
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Abbreviations

AoA angle of arrival

AoD angle of departure

BIM beam index map

BPL Beam Pair Link

CDF cumulative distribution function

CI Context Information

CIR channel impulse response

CNN convolutional neural network

CS compressive sensing

CSI Channel State Information

CSI-RS Channel State Information - Reference Signals

DL downlink

eMBB enhanced Mobile Broadband

EWC elastic weight consolidation

FCNN fully connected neural network

FSPL Free Space Path Loss

gNB Next Generation Node Base Station

GNSS global navigation satellite system

GPS Global Positioning System

IA Initial Access

IoE Internet of Everything

ITU International Telecommunication Union

ITU-R International Telecommunication Union Radiocomunication Sector
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LOS Line-of-Sight

MIMO Multiple-Input Multiple-Output

ML machine learning

mmWave millimeter-Wave

NLOS non-Line-of-Sight

NN neural network

NR New Radio

NSA non-standalone

pdf probability density function

PL Path Loss

PLE Path Loss exponent

pp percentage points

ReLU Rectified Linear Unit

RF radio frequency

RL reinforcement learning

RMS root-mean-squared

RSRP reference signal received power

RSS received signal strength

RX receiver

SA standalone

SINR Signal-to-Interference-plus-Noise Ratio

SL supervised learning

SM spatial multiplexing

SNR Signal-to-Noise Ratio

SRS Sounding Reference Signal

SS Synchronization Signal

TRP transmit-receive point

TX transmitter

UE User Equipment
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UL uplink

URLLC Ultra-Reliable, Low Latency Communications
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